

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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PipelineAI Quick Start (CPU + GPU)

Train and Deploy your ML and AI Models in the Following Environments:


	Docker


	Kubernetes


	AWS SageMaker


	OpenFaaS







Setup Kubernetes for PipelineAI


	Local (Docker + Kubernetes)


	Local (Minikube)


	AWS CPU


	AWS GPU


	Google Cloud


	Azure







GPUs


	PipelineAI + GPUs







Troubleshooting


	Troubleshooting Tips







Having Issues?  Use our 24x7 Support!


	Slack:  [image: PipelineAI Slack] [https://join.slack.com/t/pipelineai/shared_invite/enQtMjg3MTYzNjg1OTY5LWQxM2E5MDFhYTAzMDdkYmU2NjEyMmIxYTg5MjcyZGE3N2JiMWM4OWQxMzI2NzVlNTk3Y2JlMjQ1MWM3M2M0Mjc]


	Email:  help@pipeline.ai


	Web:  https://support.pipeline.ai


	Troubleshooting:  Guide








          

      

      

    

  

    
      
          
            
  
Troubleshooting


Install Tools


	Docker [https://www.docker.com/community-edition#/download]


	Python 2 or 3 (Conda [https://conda.io/docs/install/quick.html] is Preferred)


	(Windows Only) PowerShell [https://github.com/PowerShell/PowerShell/tree/master/docs/installation]







Gathering More Information


	If your server starts, try running pipeline predict-server-logs or pipeline train-server-logs to collect the startup logs.


	Please send all relevant information to PipelineAI Support (Slack, Email, or Web).







UnicodeDecodeError: 'ascii' codec can't decode byte 0xa0 in position 40: ordinal not in range(128)


	You likely have a pickling issue.


	Make sure that you are using Python 3.  We see issues when training on Python 2 (your environment), then unpickling with Python 3 (PipelineAI Model Runtime Environment)


	Also, we've found the cloudpickle library to be the most stable (versus Python's default pickle and dill.)







WARNING: Your kernel does not support swap limit capabilities or the cgroup is not mounted. (*-start)


	Just ignore this







localhost:<port> Not Working


	Instead of localhost, you may need to use 192.168.99.100 or another IP/Host that maps to your local Docker host.


	This usually happens when using Docker Quick Terminal on Windows 7.







PermissionError: [Errno 13] Permission denied: '...'


	Likely an issue installing the PipelineCLI


	The cli requires Python 2 or 3 - preferably Miniconda [https://conda.io/docs/user-guide/install/index.html#id2]


	Try sudo pip install ...


	Try pip install --user ...







Could not delete '/usr/local/lib/python3.5/dist-packages/markupsafe/_speedups.cpython-35m-x86_64-linux-gnu.so': Permission denied


	Try sudo pip install ...







Latest PipelineCLI Version is Not Installing Properly


	You need Python 2 or 3 (Conda Preferred)


	(Windows Only) PowerShell [https://github.com/PowerShell/PowerShell/tree/master/docs/installation]




pipeline version

### EXPECTED OUTPUT ###
cli_version: 1.5.xx <-- Exact Version You Are Expecting





sudo pip uninstall cli-pipeline





which pipeline





(or otherwise find which pipeline binary is being used.)

rm <bad-version-of-pipeline>





ll /usr/local/lib/python3.6/dist-packages/cli-pipeline*





rm -rf /usr/local/lib/python3.6/dist-packages/cli-pipeline*





ll ~/.local/lib/python3.6/site-packages/cli_pipeline*





rm -rf ~/.local/lib/python3.6/site-packages/cli_pipeline*






	Re-install pip install cli-pipeline==...







Paths


	--model-path needs to be relative


	On Windows, be sure to use the forward slash \ for your paths.







Http/Https Proxy


	Add --http-proxy=... and --https-proxy=... if you see CondaHTTPError: HTTP 000 CONNECTION FAILED for url


	If you see CondaHTTPError: HTTP 000 CONNECTION FAILED for url or [Errno 111] Connection refused' or ConnectionError(MaxRetryError("HTTPSConnectionPool, you need to update ./tensorflow/census/model/pipeline_condarc to include proxy servers per THIS [https://conda.io/docs/user-guide/configuration/use-condarc.html#configure-conda-for-use-behind-a-proxy-server-proxy-servers] document.


	For pip installs, you may also need to export HTTP_PROXY and export HTTPS_PROXY within ./tensorflow/census/model/pipeline_setup.sh


	You may also need to set the lower-case version, as well:  export http_proxy and export https_proxy


	And if your proxy server password uses special characters (ie. @, you may need to convert the characters to ASCII [https://www.ascii-code.com/] (ie. %40).


	You may need to remove the !#/bin/bash


	Lastly, you may need to set shell-wide (~/.bashrc) and re-source (. ~/.bashrc) - or set them as system-wide environment variables () per THIS [https://help.ubuntu.com/community/EnvironmentVariables#System-wide_environment_variables] document.







Fixing Docker No Space Left on Device Error

http://phutchins.com/blog/2017/01/04/fixing-docker-no-space-left-on-device/




PipelineAI 24x7 Support


	Slack:  [image: PipelineAI Slack] [https://join.slack.com/t/pipelineai/shared_invite/enQtMjg3MTYzNjg1OTY5LWQxM2E5MDFhYTAzMDdkYmU2NjEyMmIxYTg5MjcyZGE3N2JiMWM4OWQxMzI2NzVlNTk3Y2JlMjQ1MWM3M2M0Mjc]


	Email:  help@pipeline.ai


	Web:  https://support.pipeline.ai


	Troubleshooting:  Guide
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PipelineAI Quick Start

Train and Deploy your ML and AI Models in the Following Environments:


	Docker


	Kubernetes


	AWS SageMaker (CPU + GPU)


	OpenFaaS (CPU + GPU)







Exploring the OpenAPI documentation

These yaml files can be viewed and edited in the OpenAPI (formerly Swagger) UI.


	Navigate to the OpenAPI/Swagger Editor [http://editor.swagger.io/].


	Click File -> Import URL.


	See below for the appropriate URL to import.




[image: OpenAPI/Swagger Editor] [http://editor.swagger.io]

PipelineAI Predict API

URL: https://raw.githubusercontent.com/PipelineAI/pipeline/master/docs/api/pipeline-predict.yaml

AWS SageMaker OpenAPI Specs

URL: https://raw.githubusercontent.com/PipelineAI/pipeline/master/docs/api/sagemaker-predict.yaml





          

      

      

    

  

    
      
          
            
  
Setup Github SSH Keys


Start in the <pipeline-root> directory

cd <pipeline-root>








Configure Git with your Email and Name

git config --global user.name "cfregly"

git config --global user.email "chris@fregly.com"








Update the Remote Origin URL to use ssh

cd <pipeline-root>

git remote set-url origin git@github.com:PipelineAI/pipeline.git








Setup Github SSH Keys


	SSH Keys are provided by Github through your Github account


	Put your private github_rsa and public github_rsa.pub keys into ~/.ssh/


	Modify permissions on this github_rsa file




chmod 600 ~/.ssh/github_rsa








Start your SSH Authentication Agent

eval $(ssh-agent -s)








Register SSH Keys Locally


	Run ssh-add and enter the passphrase used when creating the key pair




ssh-add ~/.ssh/github_rsa
Enter passphrase for ~/.ssh/github_rsa: <your-passphrase>










Troubleshooting


	If you see the following error, start from this step.




Permission denied (publickey).
fatal: Could not read from remote repository.

Please make sure you have the correct access rights
and the repository exists.






	If you see the following error, make sure you ran modified the permissions on your github_rsa file above




@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@
@         WARNING: UNPROTECTED PRIVATE KEY FILE!          @
@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@
Permissions 0644 for '/root/.ssh/github_rsa' are too open.
It is required that your private key files are NOT accessible by others.
This private key will be ignored.









          

      

      

    

  

    
      
          
            
  
Distributed TensorFlow Training


	These instructions are under active development


	We assume you already have a running Kubernetes cluster







Build Docker Image

pipeline train-server-build --model-name=census --model-tag=a --model-type=tensorflow --model-path=./tensorflow/census/model/








Push Image To Docker Repo


	By default, we use the following public DockerHub repo docker.io/pipelineai


	By convention, we use train- to namespace our model servers (ie. train-census)


	To use your own defaults or conventions, specify --image-registry-url, --image-registry-repo, or --image-registry-namespace




pipeline train-server-push --model-name=census --model-tag=a








Kubernetes


Start Distributed TensorFlow Training Cluster

Notes:


	lack of \ blank escapes


	/root/ml/input/... prepended to the --train-files and --eval-files


	different .../data/... dir structure than what would be on the host




pipeline train-kube-start --model-name=census --model-tag=a --model-type=tensorflow --input-path=./tensorflow/census/input --output-path=./tensorflow/census/output --master-replicas=1 --ps-replicas=1 --worker-replicas=1 --train-args="--train-files=training/adult.training.csv --eval-files=validation/adult.validation.csv --num-epochs=2 --learning-rate=0.025"










AWS SageMaker


Start Distributed TensorFlow Training Cluster






TODO: Coming Soon

Note:  The paths below should be relative to the sample datasets located here:  s3://datapalooza-us-west-2/tensorflow/census/input/.

pipeline train-sage-start --model-name=census --model-tag=a --model-type=tensorflow --input-path=./tensorflow/census/input --output-path=./tensorflow/census/output --master-replicas=1 --ps-replicas=1 --worker-replicas=1 --train-args="--train-files=training/adult.training.csv --eval-files=validation/adult.validation.csv --num-epochs=2 --learning-rate=0.025"
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PipelineAI Quick Start (CPU and GPU)

Train and Deploy your ML and AI Models in the Following Environments:


	Docker


	Kubernetes


	AWS SageMaker


	OpenFaaS







Having Issues?  Use our 24x7 Support!


	Slack:  [image: PipelineAI Slack] [https://join.slack.com/t/pipelineai/shared_invite/enQtMjg3MTYzNjg1OTY5LWQxM2E5MDFhYTAzMDdkYmU2NjEyMmIxYTg5MjcyZGE3N2JiMWM4OWQxMzI2NzVlNTk3Y2JlMjQ1MWM3M2M0Mjc]


	Email:  help@pipeline.ai


	Web:  https://support.pipeline.ai


	Troubleshooting:  Guide
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AWS SageMaker Overview

[image: PipelineAI + AWS SageMaker Dashboard]

[image: PipelineAI + AWS SageMaker Overview]


  
    
    Pre-requisites
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Pre-requisites


Install Tools


	Docker [https://www.docker.com/community-edition#/download]


	Python 2 or 3 (Conda [https://conda.io/docs/install/quick.html] is Preferred)


	(Windows Only) PowerShell [https://github.com/PowerShell/PowerShell/tree/master/docs/installation]







Install PipelineAI CLI

pip install cli-pipeline==1.5.43 --ignore-installed --no-cache -U





Notes:


	This command line interface requires Python 2 or 3 and Docker as detailed above in the Pre-Requisites section.


	You may need to specify --user if you have issues.


	If you're having trouble, see our Troubleshooting Guide.





Verify Successful PipelineAI CLI Installation

pipeline version

### EXPECTED OUTPUT ###
cli_version: 1.5.x    <-- MAKE SURE THIS MATCHES THE VERSION YOU INSTALLED ABOVE

default train base image: docker.io/pipelineai/train-cpu:1.5.0     
default predict base image: docker.io/pipelineai/predict-cpu:1.5.0 

capabilities_enabled: ['train-server', 'train-kube', 'train-sage', 'predict-server', 'predict-kube', 'predict-sage', 'predict-kafka']
capabilities_available: ['jupyter-server', 'jupyter-kube', 'jupyter-sage', 'spark', 'airflow', 'kafka']

Email upgrade@pipeline.ai to enable the advanced capabilities.








PipelineAI CLI Overview

pipeline help

### EXPECTED OUTPUT ###
...
help                        <-- This List of CLI Commands

predict-http-test           <-- Test Model Cluster (Http Endpoint)

predict-kafka-consume       <-- Consume Kafka Predictions
predict-kafka-describe      <-- Describe Kafka Prediction Cluster
predict-kafka-start         <-- Start Kafka Prediction Cluster
predict-kafka-test          <-- Predict with Kafka-based Model Endpoint 

predict-kube-autoscale      <-- Configure AutoScaling for Model Cluster
predict-kube-connect        <-- Create Secure Tunnel to Model Cluster 
predict-kube-describe       <-- Describe Model Cluster (Raw)
predict-kube-endpoint       <-- Retrieve Model Cluster Endpoint 
predict-kube-endpoints      <-- Retrieve All Model Cluster Endpoints
predict-kube-logs           <-- View Model Cluster Logs 
predict-kube-route          <-- Route Live Traffic  
predict-kube-scale          <-- Scale Model Cluster
predict-kube-shell          <-- Shell into Model Cluster
predict-kube-start          <-- Start Model Cluster from Docker Registry
predict-kube-stop           <-- Stop Model Cluster
predict-kube-test           <-- Test Model Cluster

predict-sage-describe       <-- Describe Model Cluster (SageMaker)
predict-sage-route          <-- Route Live Traffic (SageMaker)
predict-sage-start          <-- Start Model Cluster (SageMaker)
predict-sage-stop           <-- Stop Model Cluster (SageMaker)
predict-sage-test           <-- Test Model Cluster (SageMaker)

predict-server-build        <-- Build Model Server
predict-server-logs         <-- View Model Server Logs
predict-server-pull         <-- Pull Model Server from Docker Registry
predict-server-push         <-- Push Model Server to Docker Registry
predict-server-shell        <-- Shell into Model Server (Debugging)
predict-server-start        <-- Start Model Server
predict-server-stop         <-- Stop Model Server
predict-server-test         <-- Test Model Server

train-kube-connect          <-- Create Secure Tunnel to Training Cluster
train-kube-describe         <-- Describe Training Cluster
train-kube-logs             <-- View Training Cluster Logs
train-kube-scale            <-- Scale Training Cluster
train-kube-shell            <-- Shell into Training Cluster
train-kube-start            <-- Start Training Cluster from Docker Registry
train-kube-stop             <-- Stop Training Cluster

train-server-build          <-- Build Training Server
train-server-logs           <-- View Training Server Logs
train-server-pull           <-- Pull Training Server from Docker Registry
train-server-push           <-- Push Training Server to Docker Registry
train-server-shell          <-- Shell into Training Server (Debugging)
train-server-start          <-- Start Training Server
train-server-stop           <-- Stop Training Server

version                     <-- View This CLI Version












Retrieve Sample PipelineAI Models


Clone the PipelineAI Predict Repo

git clone https://github.com/PipelineAI/models








Change into models Directory

cd ./models










Train and Deploy Models


	Train a TensorFlow Model


	Deploy a TensorFlow Model


	Deploy a Scikit-Learn Model







Train a TensorFlow Model


Inspect Model Directory

ls -l ./tensorflow/census/model

### EXPECTED OUTPUT ###
...
pipeline_conda_environment.yml     <-- Required. Sets up the conda environment
pipeline_condarc                   <-- Required, but Empty is OK. Configure Conda proxy servers (.condarc)
pipeline_setup.sh                  <-- Required, but Empty is OK.  Init script performed upon Docker build
pipeline_train.py                  <-- Required. `main()` is required. Pass args with `--train-args`
...








Build Training Server

pipeline train-server-build --model-name=census --model-tag=025 --model-type=tensorflow --model-path=./tensorflow/census/model





Notes:


	--model-path must be relative.


	Add --http-proxy=... and --https-proxy=... if you see CondaHTTPError: HTTP 000 CONNECTION FAILED for url


	If you have issues, see the comprehensive Troubleshooting section below.







Start Training Server

pipeline train-server-start --model-name=census --model-tag=025 --input-path=./tensorflow/census/input --output-path=./tensorflow/census/output --train-args="--train-files=training/adult.training.csv\ --eval-files=validation/adult.validation.csv\ --num-epochs=2\ --learning-rate=0.025"





Notes:


	--train-args is a single argument passed into the pipeline_train.py.  Therefore, you must escape spaces (\) between arguments.


	--input-path and --output-path are relative to the current working directory (outside the Docker container) and will be mapped as directories inside the Docker container from /root.


	--train-files and --eval-files are relative to --input-path inside the Docker container.


	Models, logs, and event are written to --output-path (or a subdirectory within).  These will be available outside of the Docker container.


	To prevent overwriting the output of a previous run, you should either 1) change the --output-path between calls or 2) create a new unique subfolder with --output-path in your pipeline_train.py (ie. timestamp).  See examples below.


	On Windows, be sure to use the forward slash \ for --input-path and --output-path (not the args inside of --train-args).


	If you see port is already allocated or already in use by container, you already have a container running.  List and remove any conflicting containers.  For example, docker ps and/or docker rm -f train-census-025-tensorflow-tfserving-cpu.




(We are working on making this more intuitive.)




View Training Logs

pipeline train-server-logs --model-name=census --model-tag=025





Press Ctrl-C to exit out of the logs.




View Trained Model Output (Locally)

Make sure you pressed Ctrl-C to exit out of the logs.

ls -l ./tensorflow/census/output/

### EXPECTED OUTPUT ###
...
1511367633/  <-- Sub-directories of training output
1511367765/
...





Multiple training runs will produce multiple subdirectories - each with a different timestamp.




View Training UI (including TensorBoard for TensorFlow Models)


	Instead of localhost, you may need to use 192.168.99.100 or another IP/Host that maps to your local Docker host.


	This usually happens when using Docker Quick Terminal on Windows 7.




http://localhost:6006





[image: PipelineAI TensorBoard UI 0]

[image: PipelineAI TensorBoard UI 1]

[image: PipelineAI TensorBoard UI 2]

[image: PipelineAI TensorBoard UI 3]




Stop Training Server

pipeline train-server-stop --model-name=census --model-tag=025










Deploy a TensorFlow Model


Inspect Model Directory

Note:  This is relative to where you cloned the models repo above.

ls -l ./tensorflow/mnist/model

### EXPECTED OUTPUT ###
...
pipeline_conda_environment.yml     <-- Required. Sets up the conda environment
pipeline_condarc                   <-- Required, but Empty is OK.  Configure Conda proxy servers (.condarc)
pipeline_modelserver.properties    <-- Required, but Empty is OK.  Configure timeouts and fallbacks
pipeline_predict.py                <-- Required. `predict(request: bytes) -> bytes` is required
pipeline_setup.sh                  <-- Required, but Empty is OK.  Init script performed upon Docker build
pipeline_tfserving/                <-- Optional. Only TensorFlow Serving requires this directory
...





Inspect TensorFlow Serving Model

ls -l ./tensorflow/mnist/model/pipeline_tfserving/

### EXPECTED OUTPUT ###
...
pipeline_tfserving.config  <-- Required by TensorFlow Serving. Custom request-batch sizes, etc.
1510612525/  
1510612528/                <-- TensorFlow Serving finds the latest (highest) version 
...








Build the Model into a Runnable Docker Image

This command bundles the TensorFlow runtime with the model.

pipeline predict-server-build --model-name=mnist --model-tag=025 --model-type=tensorflow --model-path=./tensorflow/mnist-0.025/model





Notes:


	--model-path must be relative.


	Add --http-proxy=... and --https-proxy=... if you see CondaHTTPError: HTTP 000 CONNECTION FAILED for url


	If you have issues, see the comprehensive Troubleshooting section below.


	--model-type: tensorflow, scikit, python, keras, spark, java, xgboost, pmml


	--model-runtime: jvm (default for --model-type==java|spark|xgboost|pmml, tfserving (default for --model-type==tensorflow), python (default for --model-type==scikit|python|keras), tensorrt (only for Nvidia GPUs)


	--model-chip: cpu (default), gpu, tpu







Start the Model Server

pipeline predict-server-start --model-name=mnist --model-tag=025 --memory-limit=2G





Notes:


	Ignore the following warning:  WARNING: Your kernel does not support swap limit capabilities or the cgroup is not mounted. Memory limited without swap.


	If you see port is already allocated or already in use by container, you already have a container running.  List and remove any conflicting containers.  For example, docker ps and/or docker rm -f train-tfserving-tensorflow-mnist-025.


	You can change the port(s) by specifying the following: --predict-port=8081, --prometheus-port=9001, --grafana-port=3001.  (Be sure to change the ports in the examples below to match your new ports.)







Inspect pipeline_predict.py

Note:  Only the predict() method is required.  Everything else is optional.

cat ./tensorflow/mnist-0.025/model/pipeline_predict.py

### EXPECTED OUTPUT ###
import os
import logging
from pipeline_model import TensorFlowServingModel             <-- Optional.  Wraps TensorFlow Serving
from pipeline_monitor import prometheus_monitor as monitor    <-- Optional.  Monitor runtime metrics
from pipeline_logger import log                               <-- Optional.  Log to console, file, kafka

...

__all__ = ['predict']                                         <-- Optional.  Being a good Python citizen.

...

def _initialize_upon_import() -> TensorFlowServingModel:      <-- Optional.  Called once at server startup
    return TensorFlowServingModel(host='localhost',           <-- Optional.  Wraps TensorFlow Serving
                                  port=9000,
                                  model_name=os.environ['PIPELINE_MODEL_NAME'],
                                  inputs_name='inputs',       <-- Optional.  TensorFlow SignatureDef inputs
                                  outputs_name='outputs',     <-- Optional.  TensorFlow SignatureDef outputs
                                  timeout=100)                <-- Optional.  TensorFlow Serving timeout

_model = _initialize_upon_import()                            <-- Optional.  Called once upon server startup

_labels = {'model_runtime': os.environ['PIPELINE_MODEL_RUNTIME'],  <-- Optional.  Tag metrics
           'model_type': os.environ['PIPELINE_MODEL_TYPE'],   
           'model_name': os.environ['PIPELINE_MODEL_NAME'],
           'model_tag': os.environ['PIPELINE_MODEL_TAG']}

_logger = logging.getLogger('predict-logger')                 <-- Optional.  Standard Python logging

@log(labels=_labels, logger=_logger)                          <-- Optional.  Sample and compare predictions
def predict(request: bytes) -> bytes:                         <-- Required.  Called on every prediction

    with monitor(labels=_labels, name="transform_request"):   <-- Optional.  Expose fine-grained metrics
        transformed_request = _transform_request(request)     <-- Optional.  Transform input (json) into TensorFlow (tensor)

    with monitor(labels=_labels, name="predict"):
        predictions = _model.predict(transformed_request)       <-- Optional.  Calls _model.predict()

    with monitor(labels=_labels, name="transform_response"):
        transformed_response = _transform_response(predictions) <-- Optional.  Transform TensorFlow (tensor) into output (json)

    return transformed_response                                 <-- Required.  Returns the predicted value(s)
...








Monitor Runtime Logs

Wait for the model runtime to settle...

pipeline predict-server-logs --model-name=mnist --model-tag=025

### EXPECTED OUTPUT ###
...
2017-10-10 03:56:00.695  INFO 121 --- [     run-main-0] i.p.predict.jvm.PredictionServiceMain$   : Started PredictionServiceMain. in 7.566 seconds (JVM running for 20.739)
[debug]     Thread run-main-0 exited.
[debug] Waiting for thread container-0 to terminate.
...
INFO[0050] Completed initial partial maintenance sweep through 4 in-memory fingerprints in 40.002264633s.  source="storage.go:1398"
...





Notes:


	You need to Ctrl-C out of the log viewing before proceeding.







Perform Prediction

Before proceeding, make sure you hit Ctrl-C after viewing the logs in the previous step.

pipeline predict-server-test --endpoint-url=http://localhost:8080 --test-request-path=./tensorflow/mnist-0.025/input/predict/test_request.json

### EXPECTED OUTPUT ###
...
('{"variant": "mnist-025-tensorflow-tfserving-cpu", "outputs":{"outputs": '
 '[0.11128007620573044, 1.4478533557849005e-05, 0.43401220440864563, '
 '0.06995827704668045, 0.0028081508353352547, 0.27867695689201355, '
 '0.017851119861006737, 0.006651509087532759, 0.07679300010204315, '
 '0.001954273320734501]}}')
 ...

### FORMATTED OUTPUT ###
Digit  Confidence
=====  ==========
0      0.11128007620573044
1      0.00001447853355784
2      0.43401220440864563      <-- Prediction
3      0.06995827704668045
4      0.00280815083533525
5      0.27867695689201355 
6      0.01785111986100673
7      0.00665150908753275
8      0.07679300010204315
9      0.00195427332073450





Notes:


	You may see 502 Bad Gateway or '{"results":["Fallback!"]}' if you predict too quickly.  Let the server settle a bit - and try again.


	You will likely see Fallback! on the first successful invocation.  This is GOOD!  This means your timeouts are working.  Check out the PIPELINE_MODEL_SERVER_TIMEOUT_MILLISECONDS in pipeline_modelserver.properties.


	If you continue to see Fallback! even after a minute or two, you may need to increase the value of   PIPELINE_MODEL_SERVER_TIMEOUT_MILLISECONDS in pipeline_modelserver.properties.  (This is rare as the default is 5000 milliseconds, but it may happen.)


	Instead of localhost, you may need to use 192.168.99.100 or another IP/Host that maps to your local Docker host.  This usually happens when using Docker Quick Terminal on Windows 7.







Perform 100 Predictions in Parallel (Mini Load Test)

pipeline predict-server-test --endpoint-url=http://localhost:8080 --test-request-path=./tensorflow/mnist-0.025/input/predict/test_request.json --test-request-concurrency=100





Notes:


	Instead of localhost, you may need to use 192.168.99.100 or another IP/Host that maps to your local Docker host.  This usually happens when using Docker Quick Terminal on Windows 7.







Predict with REST API

Use the REST API to POST a JSON document representing the number 2.

[image: MNIST 2]

curl -X POST -H "Content-Type: application/json" \
  -d '{"image": [0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.05098039656877518, 0.529411792755127, 0.3960784673690796, 0.572549045085907, 0.572549045085907, 0.847058892250061, 0.8156863451004028, 0.9960784912109375, 1.0, 1.0, 0.9960784912109375, 0.5960784554481506, 0.027450982481241226, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.32156863808631897, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.7882353663444519, 0.11764706671237946, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.32156863808631897, 0.9921569228172302, 0.988235354423523, 0.7921569347381592, 0.9450981020927429, 0.545098066329956, 0.21568629145622253, 0.3450980484485626, 0.45098042488098145, 0.125490203499794, 0.125490203499794, 0.03921568766236305, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.32156863808631897, 0.9921569228172302, 0.803921639919281, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.6352941393852234, 0.9921569228172302, 0.803921639919281, 0.24705883860588074, 0.3490196168422699, 0.6509804129600525, 0.32156863808631897, 0.32156863808631897, 0.1098039299249649, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.007843137718737125, 0.7529412508010864, 0.9921569228172302, 0.9725490808486938, 0.9686275124549866, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.8274510502815247, 0.29019609093666077, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.2549019753932953, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.847058892250061, 0.027450982481241226, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.5921568870544434, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.7333333492279053, 0.44705885648727417, 0.23137256503105164, 0.23137256503105164, 0.4784314036369324, 0.9921569228172302, 0.9921569228172302, 0.03921568766236305, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.5568627715110779, 0.9568628072738647, 0.7098039388656616, 0.08235294371843338, 0.019607843831181526, 0.0, 0.0, 0.0, 0.08627451211214066, 0.9921569228172302, 0.9921569228172302, 0.43137258291244507, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.15294118225574493, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.08627451211214066, 0.9921569228172302, 0.9921569228172302, 0.46666669845581055, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.08627451211214066, 0.9921569228172302, 0.9921569228172302, 0.46666669845581055, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.08627451211214066, 0.9921569228172302, 0.9921569228172302, 0.46666669845581055, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.1882353127002716, 0.9921569228172302, 0.9921569228172302, 0.46666669845581055, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.6705882549285889, 0.9921569228172302, 0.9921569228172302, 0.12156863510608673, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.2392157018184662, 0.9647059440612793, 0.9921569228172302, 0.6274510025978088, 0.003921568859368563, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.08235294371843338, 0.44705885648727417, 0.16470588743686676, 0.0, 0.0, 0.2549019753932953, 0.9294118285179138, 0.9921569228172302, 0.9333333969116211, 0.27450981736183167, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.4941176772117615, 0.9529412388801575, 0.0, 0.0, 0.5803921818733215, 0.9333333969116211, 0.9921569228172302, 0.9921569228172302, 0.4078431725502014, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.7411764860153198, 0.9764706492424011, 0.5529412031173706, 0.8784314393997192, 0.9921569228172302, 0.9921569228172302, 0.9490196704864502, 0.43529415130615234, 0.007843137718737125, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.6235294342041016, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9764706492424011, 0.6274510025978088, 0.1882353127002716, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.18431372940540314, 0.5882353186607361, 0.729411780834198, 0.5686274766921997, 0.3529411852359772, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0]}' \
  http://localhost:8080 \
  -w "\n\n"

### Expected Output ###
{"variant": "mnist-025-tensorflow-tfserving-cpu", "outputs":{"outputs": [0.11128007620573044, 1.4478533557849005e-05, 0.43401220440864563, 0.06995827704668045, 0.0028081508353352547, 0.27867695689201355, 0.017851119861006737, 0.006651509087532759, 0.07679300010204315, 0.001954273320734501]}}

### FORMATTED OUTPUT ###
Digit  Confidence
=====  ==========
0      0.11128007620573044
1      0.00001447853355784
2      0.43401220440864563      <-- Prediction
3      0.06995827704668045
4      0.00280815083533525
5      0.27867695689201355 
6      0.01785111986100673
7      0.00665150908753275
8      0.07679300010204315
9      0.00195427332073450





Notes:


	Instead of localhost, you may need to use 192.168.99.100 or another IP/Host that maps to your local Docker host.  This usually happens when using Docker Quick Terminal on Windows 7.







Monitor Real-Time Prediction Metrics

Re-run the Prediction REST API while watching the following dashboard URL:

http://localhost:8080/dashboard/monitor/monitor.html?streams=%5B%7B%22name%22%3A%22%22%2C%22stream%22%3A%22http%3A%2F%2Flocalhost%3A8080%2Fdashboard.stream%22%2C%22auth%22%3A%22%22%2C%22delay%22%3A%22%22%7D%5D





Notes:


	Instead of localhost, you may need to use 192.168.99.100 or another IP/Host that maps to your local Docker host.  This usually happens when using Docker Quick Terminal on Windows 7.




[image: Real-Time Throughput and Response Time]






Monitor Model Prediction Metrics

Re-run the Prediction REST API while watching the following detailed metrics dashboard URL.

http://localhost:3000/





Notes:


	Instead of localhost, you may need to use 192.168.99.100 or another IP/Host that maps to your local Docker host.  This usually happens when using Docker Quick Terminal on Windows 7.




[image: Prediction Dashboard]

Username/Password: admin/admin

Set Type to Prometheues.

Instead of localhost, you may need to use 192.168.99.100 or another IP/Host that maps to your local Docker host.  This usually happens when using Docker Quick Terminal on Windows 7.

Set Url to http://localhost:9090.

Set Access to direct.

Click Save & Test.

Click Dashboards -> Import upper-left menu drop-down.

Copy and Paste THIS [https://github.com/PipelineAI/pipeline/blob/master/docs/dashboard/grafana/pipelineai-predict.json] raw json file into the paste JSON box.

Select the Prometheus-based data source that you setup above and click Import.

Change the Date Range in the upper right to Last 5m and the Refresh Every to 5s.

Create additional PipelineAI Prediction widgets using THIS [https://prometheus.io/docs/practices/histograms/#count-and-sum-of-observations] guide to the Prometheus Syntax.




Stop Model Server

pipeline predict-server-stop --model-name=mnist --model-tag=025








Deploy a Scikit-Learn Model

The following model server uses a pickled scikit-learn model file.


View Model

Click HERE [https://github.com/PipelineAI/models/tree/90ab808f0135e61af3e3ab14a5f3f4293f69e601/scikit/linear] to see the Scikit-Learn Model.

ll ./scikit/linear/model/





cat ./scikit/linear/model/pipeline_predict.py








Build the Scikit-Learn Model

pipeline predict-server-build --model-name=linear --model-tag=a --model-type=scikit --model-path=./scikit/linear/model/








Start the Model Server

pipeline predict-server-start --model-name=linear --model-tag=a








Predict with the Model

pipeline predict-server-test --endpoint-url=http://localhost:8080/invocations --test-request-path=./scikit/linear/input/predict/test_request.json

### EXPECTED OUTPUT ###

'{"variant": "linear-a-scikit-python-cpu", "outputs":[188.6431188435]}'
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Pre-requisites


Install Tools


	Docker [https://www.docker.com/community-edition#/download]


	Python 2 or 3 (Conda [https://conda.io/docs/install/quick.html] is Preferred)


	(Windows Only) PowerShell [https://github.com/PowerShell/PowerShell/tree/master/docs/installation]


	Kubernetes Cluster







OpenFaaS [https://github.com/openfaas/faas]

Install OpenFaaS-netes [https://github.com/openfaas/faas-netes] on Kubernetes

git clone https://github.com/openfaas/faas-netes





cd faas-netes





kubectl apply -f ./namespaces.yml





kubectl apply -f ./yaml





or try THIS [https://github.com/openfaas/faas/blob/master/guide/deployment_k8s.md#kubernetes] link.




View OpenFaaS UIs

For simplicity the default configuration uses NodePorts (rather than an IngressController.)

| Service           | TCP port |
--------------------|----------|
| API Gateway / UI  | 31112    |
| Prometheus        | 31119    |

Create localhost Proxies to the OpenFaaS API Gateway
(The _ at the beginning of _service_connect is not a typo.  Just work with us, for now!)

pipeline _service_connect --service-name=gateway








Install PipelineAI CLI


	If you're having trouble, see our Troubleshooting Guide.




pip install cli-pipeline==1.5.43 --ignore-installed --no-cache -U 








Pull PipelineAI Sample Models [https://github.com/PipelineAI/models]

git clone https://github.com/PipelineAI/models





Change into the new models/ directory

cd models








Build CPU and GPU Models (TensorFlow + TensorFlow Serving)

CPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-cpu]

pipeline predict-server-build --model-name=mnist --model-tag=cpu --model-type=tensorflow --model-path=./tensorflow/mnist-cpu/model --model-chip=cpu





GPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-gpu]

pipeline predict-server-build --model-name=mnist --model-tag=gpu --model-type=tensorflow --model-path=./tensorflow/mnist-gpu/model --model-chip=gpu








Push TensorFlow Models to Docker Repo

Notes:


	This can be an AWS ECR Docker Repo - or any public Docker Repo (ie. DockerHub).




Defaults


	--image-registry-url:  docker.io


	--image-registry-repo:  pipelineai




CPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-cpu]

pipeline predict-server-push --model-name=mnist --model-tag=cpu --image-registry-url=<your-registry> --image-registry-repo=<your-repo>





GPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-gpu]

pipeline predict-server-push --model-name=mnist --model-tag=gpu --image-registry-url=<your-registry> --image-registry-repo=<your-repo>








Install Istio Service Mesh CLI [https://istio.io/docs/setup/kubernetes/quick-start.html]

curl -L https://git.io/getLatestIstio | sh -





export PATH="$PATH:/root/istio-<version>/bin"





Verify Successful Install

which istioctl

### EXPECTED OUTPUT ###
/root/istio-<version>/bin/istioctl








Deploy Istio Service Mesh Components

kubectl apply -f https://raw.githubusercontent.com/istio/istio/<version>/install/kubernetes/istio.yaml








Start TensorFlow Models on OpenFaaS

CPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-cpu]

pipeline predict-kube-start --model-name=mnist --model-tag=cpu --model-chip=cpu





GPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-gpu]

pipeline predict-kube-start --model-name=mnist --model-tag=gpu --model-chip=gpu








Route Traffic to CPU (50%) and GPU (50%)

pipeline predict-kube-route --model-name=mnist --model-tag-and-weight-dict='{"cpu":50, "gpu":50}'








Run Load Test on Models CPU and GPU (100 Predictions)

pipeline predict-kube-test --model-name=mnist --test-request-path=./tensorflow/mnist-cpu/input/predict/test_request.json --test-request-concurrency=100





Notes:


	We are testing with sample data from the CPU version of the model.


	This is OK since the sample data is the same for CPU and GPU.


	If the endpoint status (above) is not InService, this call won't work.  Please be patient.




(Optional)Http Test

pipeline predict-http-test --endpoint-url=<openfaas-gateway-url>/function/predict-mnist-gpu --test-request-path=./tensorflow/mnist-cpu/input/predict/test_request.json





Expected Output

CPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-cpu]

('{"variant": "mnist-cpu-tensorflow-tfserving-cpu", "outputs":{"outputs": '
 '[0.11128007620573044, 1.4478533557849005e-05, 0.43401220440864563, '
 '0.06995827704668045, 0.0028081508353352547, 0.27867695689201355, '
 '0.017851119861006737, 0.006651509087532759, 0.07679300010204315, '
 '0.001954273320734501]}}')
 
 Request time: 240.805 milliseconds





GPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-gpu]

('{"variant": "mnist-gpu-tensorflow-tfserving-gpu", "outputs":{"outputs": '
 '[0.11128010600805283, 1.4478532648354303e-05, 0.43401211500167847, '
 '0.06995825469493866, 0.002808149205520749, 0.2786771059036255, '
 '0.01785111241042614, 0.006651511415839195, 0.07679297775030136, '
 '0.001954274717718363]}}')

Request time: 158.047 milliseconds








Monitor Your Models

CPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-cpu]

2018-01-09 21:38:04.021915: I tensorflow_serving/model_servers/main.cc:147] Building single TensorFlow model file config: model_name: mnist model_base_path: /root/ml/model/pipeline_tfserving
...
2018-01-09 21:38:04.128440: I tensorflow_serving/core/loader_harness.cc:74] Loading servable version {name: mnist version: 1510612528}
2018-01-09 21:38:04.134781: I external/org_tensorflow/tensorflow/core/platform/cpu_feature_guard.cc:137] Your CPU supports instructions that this TensorFlow binary was not compiled to use: AVX2 FMA
...
2018-01-09 21:38:04.206946: I tensorflow_serving/core/loader_harness.cc:86] Successfully loaded servable version {name: mnist version: 1510612528}
E0109 21:38:04.210768165 53 ev_epoll1_linux.c:1051] grpc epoll fd: 5
2018-01-09 21:38:04.213992: I tensorflow_serving/model_servers/main.cc:288] Running ModelServer at 0.0.0.0:9000 ...





GPU [https://github.com/PipelineAI/models/tree/master/tensorflow/mnist-gpu]

2018-01-09 21:40:47.842724: I tensorflow_serving/model_servers/main.cc:148] Building single TensorFlow model file config: model_name: mnist model_base_path: /root/ml/model/pipeline_tfserving
...
2018-01-09 21:40:47.949612: I external/org_tensorflow/tensorflow/cc/saved_model/loader.cc:240] Loading SavedModel with tags: { serve }; from: /root/ml/model/pipeline_tfserving/1510612528
2018-01-09 21:40:48.217917: I external/org_tensorflow/tensorflow/stream_executor/cuda/cuda_gpu_executor.cc:898] successful NUMA node read from SysFS had negative value (-1), but there must be at least one NUMA node, so returning NUMA node zero
2018-01-09 21:40:48.218607: I external/org_tensorflow/tensorflow/core/common_runtime/gpu/gpu_device.cc:1202] Found device 0 with properties: 
name: Tesla K80 major: 3 minor: 7 memoryClockRate(GHz): 0.8755
pciBusID: 0000:00:1e.0
totalMemory: 11.17GiB freeMemory: 11.10GiB
2018-01-09 21:40:48.218644: I external/org_tensorflow/tensorflow/core/common_runtime/gpu/gpu_device.cc:1296] Adding visible gpu device 0
2018-01-09 21:40:50.336216: I external/org_tensorflow/tensorflow/core/common_runtime/gpu/gpu_device.cc:983] Creating TensorFlow device (/job:localhost/replica:0/task:0/device:GPU:0 with 10765 MB memory) -> physical GPU (device: 0, name: Tesla K80, pci bus id: 0000:00:1e.0, compute capability: 3.7)
...
2018-01-09 21:40:50.634043: I tensorflow_serving/core/loader_harness.cc:86] Successfully loaded servable version {name: mnist version: 1510612528}
2018-01-09 21:40:50.640806: I tensorflow_serving/model_servers/main.cc:289] Running ModelServer at 0.0.0.0:9000 ...








Stop Model through OpenFaaS UI


	Delete Function
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Pre-requisites


Install Tools


	Docker [https://www.docker.com/community-edition#/download]


	Python 2 or 3 (Conda [https://conda.io/docs/install/quick.html] is Preferred)


	(Windows Only) PowerShell [https://github.com/PowerShell/PowerShell/tree/master/docs/installation]


	Kubernetes Cluster





(Optional) Install Docker for Mac with Kubernetes

Docker for Windows with Kubernetes is coming soon!

Enable Kubernetes Locally

[image: Docker for Desktop Kubernetes]

Minimum Version


	Edge (Not Stable)


	17.12.0-ce


	Kubernetes v1.8.2




[image: Docker for Desktop Kubernetes About]

Minimum Docker System Requirements


	8GB


	4 Cores




[image: Docker for Desktop Kubernetes Config]

Configure Kubernetes CLI for Local Kubernetes Cluster

kubectl config use-context docker-for-desktop










Install PipelineAI CLI

Notes:


	This command line interface requires Python 2 or 3 and Docker as detailed above in the Pre-Requisites section.


	If you're having trouble, see our Troubleshooting Guide.




pip install cli-pipeline==1.5.43 --ignore-installed --no-cache -U






Pull PipelineAI Sample Models

git clone https://github.com/PipelineAI/models





Change into the new models/ directory

cd models








Build Models 025 and 050 (TensorFlow-based)

Notes:


	You must be in the models/ directory created from the git clone above.




CPU (Learning Rate = 0.025) [https://github.com/PipelineAI/models/tree/f559987d7c889b7a2e82528cc72d003ef3a34573/tensorflow/mnist-0.025]

pipeline predict-server-build --model-name=mnist --model-tag=025 --model-type=tensorflow --model-path=./tensorflow/mnist-0.025/model





CPU (Learning Rate = 0.050) [https://github.com/PipelineAI/models/tree/f559987d7c889b7a2e82528cc72d003ef3a34573/tensorflow/mnist-0.050]

pipeline predict-server-build --model-name=mnist --model-tag=050 --model-type=tensorflow --model-path=./tensorflow/mnist-0.050/model








Push Models 025 and 050 to Docker Repo

Notes:


	This can be any Docker Repo including DockerHub and internal repos


	You must already be logged in to the Docker Repo using docker login




Defaults


	--image-registry-url:  docker.io


	--image-registry-repo:  pipelineai




CPU (Learning Rate = 0.025) [https://github.com/PipelineAI/models/tree/f559987d7c889b7a2e82528cc72d003ef3a34573/tensorflow/mnist-0.025]

pipeline predict-server-push --model-name=mnist --model-tag=025 --image-registry-url=<your-registry> --image-registry-repo=<your-repo>





CPU (Learning Rate = 0.050) [https://github.com/PipelineAI/models/tree/f559987d7c889b7a2e82528cc72d003ef3a34573/tensorflow/mnist-0.050]

pipeline predict-server-push --model-name=mnist --model-tag=050 --image-registry-url=<your-registry> --image-registry-repo=<your-repo>








Install Istio Service Mesh CLI [https://istio.io/docs/setup/kubernetes/quick-start.html]

curl -L https://git.io/getLatestIstio | sh -





export PATH="$PATH:/root/istio-<version>/bin"





Verify Successful Install

which istioctl

### EXPECTED OUTPUT ###
/root/istio-<version>/bin/istioctl








Deploy Istio Service Mesh Components

kubectl apply -f https://raw.githubusercontent.com/istio/istio/<version>/install/kubernetes/istio.yaml








Deploy Models 025 and 050 (TensorFlow-based)

Notes:


	Make sure you install Istio.  See above!


	Make sure nothing is running on port 80 (ie. default Web Server on your laptop).




CPU (Learning Rate = 0.025) [https://github.com/PipelineAI/models/tree/f559987d7c889b7a2e82528cc72d003ef3a34573/tensorflow/mnist-0.025]

pipeline predict-kube-start --model-name=mnist --model-tag=025





CPU (Learning Rate = 0.050) [https://github.com/PipelineAI/models/tree/f559987d7c889b7a2e82528cc72d003ef3a34573/tensorflow/mnist-0.050]

pipeline predict-kube-start --model-name=mnist --model-tag=050








View Running Pods

kubectl get pod

### EXPECTED OUTPUT###
NAME                            READY     STATUS    RESTARTS   AGE
predict-mnist-025-...-...       2/2       Running   0          5m
predict-mnist-050-...-...       2/2       Running   0          5m








Split Traffic Between Model 025 (50%) and Model 050 (50%)

pipeline predict-kube-route --model-name=mnist --model-tag-and-weight-dict='{"025":50, "050":50}'





Notes:


	If you see apiVersion: Invalid value: "config.istio.io/__internal": must be config.istio.io/v1alpha2, you need to remove the existing route rules and re-create them with this command.







View Route Rules

kubectl get routerules

### EXPECTED OUTPUT ###
NAME                            KIND
predict-mnist-dashboardstream   RouteRule.v1alpha2.config.istio.io
predict-mnist-denytherest       RouteRule.v1alpha2.config.istio.io
predict-mnist-invocations       RouteRule.v1alpha2.config.istio.io
predict-mnist-metrics           RouteRule.v1alpha2.config.istio.io
predict-mnist-ping              RouteRule.v1alpha2.config.istio.io
predict-mnist-prometheus        RouteRule.v1alpha2.config.istio.io








Run LoadTest on Models 025 and 050

pipeline predict-kube-test --model-name=mnist --test-request-path=./tensorflow/mnist-0.025/input/predict/test_request.json --test-request-concurrency=1000





Notes:


	You need to be in the models/ directory created when you performed the git clone above.


	If you see no healthy upstream or 502 Bad Gateway, just wait 1-2 mins for the model servers to startup.


	The input data is the same across both models, so we just use the data from mnist-0.025 [https://github.com/PipelineAI/models/blob/6c9a2a0c6f132e07fad54783ae71180a01eb146a/tensorflow/mnist-0.025/input/predict/test_request.json].


	If you see a 404 error related to No message found /mnist/invocations, the route rules above were not applied.


	If you see Endpoint for model_name 'mnist' cannot be found., this is OK!  We will try localhost instead.


	See Troubleshooting for more debugging info.




Expected Output


	You should see a 50/50 split between Model 025 and Model 050.




CPU (Learning Rate = 0.025) [https://github.com/PipelineAI/models/tree/f559987d7c889b7a2e82528cc72d003ef3a34573/tensorflow/mnist-0.025]

('{"variant": "mnist-025-tensorflow-tfserving-cpu", "outputs":{"outputs": '
 '[0.11128007620573044, 1.4478533557849005e-05, 0.43401220440864563, '
 '0.06995827704668045, 0.0028081508353352547, 0.27867695689201355, '
 '0.017851119861006737, 0.006651509087532759, 0.07679300010204315, '
 '0.001954273320734501]}}')
 
Request time: 36.414 milliseconds

### FORMATTED OUTPUT ###
Digit  Confidence
=====  ==========
0      0.11128007620573044
1      0.00001447853355784
2      0.43401220440864563      <-- Prediction
3      0.06995827704668045
4      0.00280815083533525
5      0.27867695689201355 
6      0.01785111986100673
7      0.00665150908753275
8      0.07679300010204315
9      0.00195427332073450





CPU (Learning Rate = 0.050) [https://github.com/PipelineAI/models/tree/f559987d7c889b7a2e82528cc72d003ef3a34573/tensorflow/mnist-0.050]

('{"variant": "mnist-050-tensorflow-tfserving-cpu", "outputs":{"outputs": '
'[0.11128010600805283, 1.4478532648354303e-05, 0.43401211500167847, '
'0.06995825469493866, 0.002808149205520749, 0.2786771059036255, '
'0.01785111241042614, 0.006651511415839195, 0.07679297775030136, '
'0.001954274717718363]}}')

Request time: 29.968 milliseconds

### FORMATTED OUTPUT ###
Digit  Confidence
=====  ==========
0      0.11128010600805283
1      0.00001447853264835
2      0.43401211500167847      <-- Prediction
3      0.06995825469493866
4      0.00280814920552074
5      0.27867710590362550 
6      0.01785111241042614
7      0.00665151141583919
8      0.07679297775030136
9      0.00195427471771836








Scale Model 025 to 2 Replicas

Scale the Model Server

pipeline predict-kube-scale --model-name=mnist --model-tag=025 --replicas=2





Verify Scaling Event

kubectl get pod

### EXPECTED OUTPUT###

NAME                            READY     STATUS    RESTARTS   AGE
predict-mnist-025-...-...       2/2       Running   0          8m
predict-mnist-025-...-...       2/2       Running   0          10m
predict-mnist-050-...-...       2/2       Running   0          10m





Re-run LoadTest

pipeline predict-kube-test --model-name=mnist --test-request-path=./tensorflow/mnist-0.025/input/predict/test_request.json --test-request-concurrency=1000





Notes:


	If you see 502 Bad Gateway, this is OK!  You just need to wait 1-2 mins for the model servers to startup.


	You should still see a 50/50 split between Model 025 and Model 050 - even after scaling out Model 025!







Install Dashboards

Prometheus

kubectl apply -f https://raw.githubusercontent.com/istio/istio/0.4.0/install/kubernetes/addons/prometheus.yaml





kubectl -n istio-system port-forward $(kubectl -n istio-system get pod -l app=prometheus -o jsonpath='{.items[0].metadata.name}') 9090:9090 &   





Verify prometheus-... pod is running

kubectl get pod --namespace=istio-system





http://localhost:9090/graph 





Grafana

kubectl apply -f https://raw.githubusercontent.com/istio/istio/0.4.0/install/kubernetes/addons/grafana.yaml





Verify grafana-... pod is running

kubectl get pod --namespace=istio-system





Open localhost proxy

kubectl -n istio-system port-forward $(kubectl -n istio-system get pod -l app=grafana -o jsonpath='{.items[0].metadata.name}') 3000:3000 &





View dashboard

http://localhost:3000/dashboard/db/istio-dashboard





Service Graph

kubectl apply -f https://raw.githubusercontent.com/istio/istio/0.4.0/install/kubernetes/addons/servicegraph.yaml





Verify grafana-... pod is running

kubectl get pod --namespace=istio-system





Open localhost proxy

kubectl -n istio-system port-forward $(kubectl -n istio-system get pod -l app=servicegraph -o jsonpath='{.items[0].metadata.name}') 8088:8088 &   





View dashboard (60s window)

http://localhost:8088/dotviz?filter_empty=true&time_horizon=60s





PipelineAI Real-Time Dashboard

Install the dashboards

kubectl create -f ...hystrix-local-svc.yaml





kubectl create -f ...turbine-local-svc.yaml





kubectl create -f ...hystrix-deploy.yaml





kubectl create -f ...turbine-deploy.yaml





View the dashboard (60s window)

http://localhost:7979/hystrix-dashboard/monitor/monitor.html?streams=%5B%7B%22name%22%3A%22%22%2C%22stream%22%3A%22http%3A%2F%2Fdashboard-turbine%3A8989%2Fturbine.stream%22%2C%22auth%22%3A%22%22%2C%22delay%22%3A%22%22%7D%5D








Re-Run Load Test on Models 025 and 050

Notes:


	You may need to wait 30 secs for the 2nd replica to start up completely.




pipeline predict-kube-test --model-name=mnist --test-request-path=./tensorflow/mnist-0.025/input/predict/test_request.json --test-request-concurrency=1000








Predict with REST API

Use the REST API to POST a JSON document representing the number 2.

[image: MNIST 2]

curl -X POST -H "Content-Type: application/json" \
  -d '{"image": [0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.05098039656877518, 0.529411792755127, 0.3960784673690796, 0.572549045085907, 0.572549045085907, 0.847058892250061, 0.8156863451004028, 0.9960784912109375, 1.0, 1.0, 0.9960784912109375, 0.5960784554481506, 0.027450982481241226, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.32156863808631897, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.7882353663444519, 0.11764706671237946, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.32156863808631897, 0.9921569228172302, 0.988235354423523, 0.7921569347381592, 0.9450981020927429, 0.545098066329956, 0.21568629145622253, 0.3450980484485626, 0.45098042488098145, 0.125490203499794, 0.125490203499794, 0.03921568766236305, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.32156863808631897, 0.9921569228172302, 0.803921639919281, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.6352941393852234, 0.9921569228172302, 0.803921639919281, 0.24705883860588074, 0.3490196168422699, 0.6509804129600525, 0.32156863808631897, 0.32156863808631897, 0.1098039299249649, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.007843137718737125, 0.7529412508010864, 0.9921569228172302, 0.9725490808486938, 0.9686275124549866, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.8274510502815247, 0.29019609093666077, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.2549019753932953, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.847058892250061, 0.027450982481241226, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.5921568870544434, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.7333333492279053, 0.44705885648727417, 0.23137256503105164, 0.23137256503105164, 0.4784314036369324, 0.9921569228172302, 0.9921569228172302, 0.03921568766236305, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.5568627715110779, 0.9568628072738647, 0.7098039388656616, 0.08235294371843338, 0.019607843831181526, 0.0, 0.0, 0.0, 0.08627451211214066, 0.9921569228172302, 0.9921569228172302, 0.43137258291244507, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.15294118225574493, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.08627451211214066, 0.9921569228172302, 0.9921569228172302, 0.46666669845581055, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.08627451211214066, 0.9921569228172302, 0.9921569228172302, 0.46666669845581055, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.08627451211214066, 0.9921569228172302, 0.9921569228172302, 0.46666669845581055, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.1882353127002716, 0.9921569228172302, 0.9921569228172302, 0.46666669845581055, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.6705882549285889, 0.9921569228172302, 0.9921569228172302, 0.12156863510608673, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.2392157018184662, 0.9647059440612793, 0.9921569228172302, 0.6274510025978088, 0.003921568859368563, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.08235294371843338, 0.44705885648727417, 0.16470588743686676, 0.0, 0.0, 0.2549019753932953, 0.9294118285179138, 0.9921569228172302, 0.9333333969116211, 0.27450981736183167, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.4941176772117615, 0.9529412388801575, 0.0, 0.0, 0.5803921818733215, 0.9333333969116211, 0.9921569228172302, 0.9921569228172302, 0.4078431725502014, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.7411764860153198, 0.9764706492424011, 0.5529412031173706, 0.8784314393997192, 0.9921569228172302, 0.9921569228172302, 0.9490196704864502, 0.43529415130615234, 0.007843137718737125, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.6235294342041016, 0.9921569228172302, 0.9921569228172302, 0.9921569228172302, 0.9764706492424011, 0.6274510025978088, 0.1882353127002716, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.18431372940540314, 0.5882353186607361, 0.729411780834198, 0.5686274766921997, 0.3529411852359772, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0, 0.0]}' \
  http://localhost:80/mnist/invocations \
  -w "\n\n"

### Expected Output ###
{"variant": "mnist-025-tensorflow-tfserving-cpu", "outputs":{"outputs": [0.11128007620573044, 1.4478533557849005e-05, 0.43401220440864563, 0.06995827704668045, 0.0028081508353352547, 0.27867695689201355, 0.017851119861006737, 0.006651509087532759, 0.07679300010204315, 0.001954273320734501]}}

### Formatted Output
Digit  Confidence
=====  ==========
0      0.0022526539396494627
1      2.63791100074684e-10
2      0.4638307988643646      <-- Prediction
3      0.21909376978874207
4      3.2985670372909226e-07
5      0.29357224702835083 
6      0.00019597385835368186
7      5.230629176367074e-05
8      0.020996594801545143
9      5.426473762781825e-06





Notes:


	Instead of localhost, you may need to use 192.168.99.100 or another IP/Host that maps to your local Docker host.  This usually happens when using Docker Quick Terminal on Windows 7.







Clean Up

Uninstall PipelineAI Models

Notes:


	Each of these will remove the predict-mnist service and ingress - which is OK!




pipeline predict-kube-stop --model-name=mnist --model-tag=025





pipeline predict-kube-stop --model-name=mnist --model-tag=050





Remove PipelineAI Dashboards

kubectl delete deploy dashboard-turbine
kubectl delete deploy dashboard-hystrix





kubectl delete svc dashboard-turbine
kubectl delete svc dashboard-hystrix





Remove PipelineAI Traffic Routes

kubectl delete routerule predict-mnist-dashboardstream
kubectl delete routerule predict-mnist-denytherest
kubectl delete routerule predict-mnist-invocations
kubectl delete routerule predict-mnist-metrics
kubectl delete routerule predict-mnist-ping
kubectl delete routerule predict-mnist-prometheus





Uninstall Istio Components

kubectl delete namespace istio-system








(Optional) GPUs

GPU [https://github.com/PipelineAI/models/tree/f559987d7c889b7a2e82528cc72d003ef3a34573/tensorflow/mnist-gpu]

Build

pipeline predict-server-build --model-name=mnist --model-tag=gpu --model-type=tensorflow --model-path=./tensorflow/mnist-gpu/model --model-chip=gpu





Start

pipeline predict-kube-start --model-name=mnist --model-tag=gpu --model-chip=gpu
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Amazon Web Services (AWS) Elastic Container Service (ECS) Runbook


Build and Test [https://github.com/PipelineAI/predict] Your Model as a Docker Image




Push Docker Image to Docker Registry (ie. DockerHub)

docker images   <-- Find your image





docker login    <-- Login to DockerHub





docker push <docker-registry-url>/<docker-org>/<docker-image-name>:<docker-image-tag>








Setup ECS Cluster through AWS CLI

Configure Docker Image, RAM, and CPU

[image: AWS ECS Task Definition]

Configure Ports and Environment Variables

[image: AWS ECS Task Definition Details]
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Setup PipelineAI + GPU + Hybrid-Cloud


	Click HERE [https://github.com/PipelineAI/pipeline/tree/master/docs/deploy] to deploy PipelineAI Locally - or on GPU's across all major cloud providers.







Docker Images


	AWS GPU + Tensorflow + Spark + HDFS + Docker


	Google Cloud GPU + Tensorflow + Spark + HDFS + Docker







Conference and Meetup Talks


	GPU Tech Conference - San Jose - May 2017 (Slides) [https://www.slideshare.net/cfregly/high-performance-distributed-tensorflow-with-gpus-nvidia-gpu-tech-conference-may-08-2017]


	PyData London - May 2017 (Video) [https://www.youtube.com/watch?v=TuGszWtR0ss]
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Setup AWS Cloud Instance


Choose Ubuntu 16.04 as the EC2 Host Instance OS

[image: Ubuntu 16.04]

You must choose an AMI with a version of Ubuntu 16.04 that is compatible with the Nvidia drivers specified below! Otherwise, the Nvidia drivers won't install properly.

GPU's are not available in all regions and zones.  Please check with the cloud provider before picking a zone.




Modify the Default ROOT VOLUME SIZE from 8GB to 100GB

[image: AWS Root Volume]




Create p2 or g2 GPU-based EC2 Host Instance

[image: GPU P-Series EC2 Instances]

[image: GPU G-Series EC2 Instances]




ssh into the EC2 Host Instance

ssh -i ~/.ssh/<your-pem-file> ubuntu@<ec2-host-name-or-ipaddress>










Install CUDA 8.0 Drivers and Toolkit

You may want to follow THESE [http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/install-nvidia-driver.html] instructions by AWS if you have problems with the instructions below.

You can also try THESE [https://mengdong.github.io/2017/07/14/kubernetes-1.7-gpu-on-mapr-distributed-deep-learning/] instructions.

sudo apt-get update
sudo apt-get install -y wget
sudo apt-get install -y linux-headers-$(uname -r)
sudo apt-get install -y gcc
sudo apt-get install -y make
sudo apt-get install -y g++





cat << EOF | sudo tee --append /etc/modprobe.d/blacklist.conf
blacklist vga16fb
blacklist nouveau
blacklist rivafb
blacklist nvidiafb
blacklist rivatv
EOF





sudo reboot





Wait for reboot and ssh back in...

wget https://developer.nvidia.com/compute/cuda/8.0/Prod2/local_installers/cuda-repo-ubuntu1604-8-0-local-ga2_8.0.61-1_amd64-deb
sudo dpkg -i cuda-repo-ubuntu1604-8-0-local-ga2_8.0.61-1_amd64-deb





sudo apt-key add /var/cuda-repo-8-0-local-ga2/7fa2af80.pub
sudo apt-get update
sudo apt-get install -y cuda-toolkit-8-0





export PATH=/usr/local/cuda/bin:$PATH
echo "export PATH=/usr/local/cuda/bin:$PATH" >> ~/.bashrc

export LD_LIBRARY_PATH=/usr/local/cuda/lib64:/usr/lib/x86_64-linux-gnu:$LD_LIBRARY_PATH
echo "LD_LIBRARY_PATH=/usr/local/cuda/lib64:/usr/lib/x86_64-linux-gnu:$LD_LIBRARY_PATH" >> ~/.bashrc






Verify Installation

nvidia-smi

### EXPECTED OUTPUT ###
+-----------------------------------------------------------------------------+
| NVIDIA-SMI 367.106                Driver Version: 367.106                   |
|-------------------------------+----------------------+----------------------+
| GPU  Name        Persistence-M| Bus-Id        Disp.A | Volatile Uncorr. ECC |
| Fan  Temp  Perf  Pwr:Usage/Cap|         Memory-Usage | GPU-Util  Compute M. |
|===============================+======================+======================|
|   0  Tesla K80           Off  | 0000:00:1E.0     Off |                    0 |
| N/A   33C    P8    30W / 149W |      0MiB / 11439MiB |      0%      Default |
+-------------------------------+----------------------+----------------------+

+-----------------------------------------------------------------------------+
| Processes:                                                       GPU Memory |
|  GPU       PID  Type  Process name                               Usage      |
|=============================================================================|
|  No running processes found                                                 |
+-----------------------------------------------------------------------------+





nvcc --version





sudo modprobe nvidia

### EXPECTED OUTPUT ###
     <- No Output is Good!





cd /usr/local/cuda/samples/1_Utilities/deviceQuery

sudo make

./deviceQuery








Optimize Your GPU Instance

Check out THIS [http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/optimize_gpu.html] page for GPU Tuning Tips from Amazon.






Setup Latest Docker on Cloud Instance


	Must be Docker v1.12+


	DO NOT RELY ON THE DEFAULT VERSION PROVIDED BY YOUR OS!




sudo apt-get update
sudo curl -fsSL https://get.docker.com/ | sh
sudo curl -fsSL https://get.docker.com/gpg | sudo apt-key add -

### EXPECTED OUTPUT ###
# If you would like to use Docker as a non-root user, you should now consider
# adding your user to the "docker" group with something like:
#
#  sudo usermod -aG docker ubuntu
#
# Remember that you will have to log out and back in for this to take effect!
#
# ^^ IGNORE THIS ^^








Setup Nvidia Docker [https://github.com/NVIDIA/nvidia-docker/wiki/Why%20NVIDIA%20Docker] on Cloud Instance

wget -P /tmp https://github.com/NVIDIA/nvidia-docker/releases/download/v1.0.1/nvidia-docker_1.0.1-1_amd64.deb
sudo dpkg -i /tmp/nvidia-docker*.deb && rm /tmp/nvidia-docker*.deb






Test nvidia-smi

sudo nvidia-docker run --rm nvidia/cuda nvidia-smi

### EXPECTED OUTPUT ###
+-----------------------------------------------------------------------------+
| NVIDIA-SMI 367.106                Driver Version: 367.106                   |
|-------------------------------+----------------------+----------------------+
| GPU  Name        Persistence-M| Bus-Id        Disp.A | Volatile Uncorr. ECC |
| Fan  Temp  Perf  Pwr:Usage/Cap|         Memory-Usage | GPU-Util  Compute M. |
|===============================+======================+======================|
|   0  Tesla K80           Off  | 0000:00:1E.0     Off |                    0 |
| N/A   33C    P8    30W / 149W |      0MiB / 11439MiB |      0%      Default |
+-------------------------------+----------------------+----------------------+

+-----------------------------------------------------------------------------+
| Processes:                                                       GPU Memory |
|  GPU       PID  Type  Process name                               Usage      |
|=============================================================================|
|  No running processes found                                                 |
+-----------------------------------------------------------------------------+





Note:  Newer versions are untested, but available here [https://github.com/NVIDIA/nvidia-docker/releases/].




Download Docker Image with Tensorflow Examples

sudo docker pull fluxcapacitor/gpu-tensorflow-spark:master










Setup Docker Container on Cloud Instance


	Start the Docker Container with a Jupyter/iPython notebook


	Note:  This Docker image is based on this Dockerfile [https://github.com/tensorflow/tensorflow/blob/master/tensorflow/tools/docker/Dockerfile.devel-gpu]




sudo nvidia-docker run -itd --name=gpu-tensorflow-spark -p 80:80 -p 50070:50070 -p 39000:39000 -p 9000:9000 -p 9001:9001 -p 9002:9002 -p 9003:9003 -p 9004:9004 -p 6006:6006 -p 8754:8754 -p 7077:7077 -p 6066:6066 -p 6060:6060 -p 6061:6061 -p 4040:4040 -p 4041:4041 -p 4042:4042 -p 4043:4043 -p 4044:4044 -p 2222:2222 -p 5050:5050 fluxcapacitor/gpu-tensorflow-spark:master








Verify Successful Setup

sudo nvidia-docker exec -it gpu-tensorflow-spark bash





nvidia-smi






	g2.2xlarge EC2 Instance (1 Nvidia K520 GPU)




[image: AWS GPU Nvidia Docker]


	g2.8xlarge EC2 Instance (4 Nvidia K520 GPUs)




[image: AWS 4 GPU Nvidia Docker]


	p2.xlarge EC2 Instance (1 Nvidia K80 GPU)




[image: AWS P2 xlarge GPU Nvidia Docker]


	p2.16xlarge EC2 Instance (16 Nvidia K80 GPU)




[image: AWS P2 xlarge GPU Nvidia Docker]


Verify Running Processes

ps -aef | grep jupyter

### EXPECTED OUTPUT ###
UID        PID  PPID  C STIME TTY          TIME CMD
root         1     0  0 18:47 ?        00:00:00 supervise .
root         7     1  0 18:47 ?        00:00:00 bash ./run
root         8     7  2 18:47 ?        00:00:02 /opt/conda/bin/python /opt/conda/bin/tensorboard --host=0.0.0.0 --logdir=/root/tensorboard
root        17     1  4 18:47 ?        00:00:04 /usr/lib/jvm/java-8-openjdk-amd64//bin/java -cp /root/spark-2.1.0-bin-fluxcapacitor/conf/:/root/spark-2.1.0-bin-fluxcapacitor/jars/*:/root/hadoop-2.7.2/etc/hadoop/ -Xmx1g org.apache.spark.deploy.master.Master --host 31a73be579cc --port 7077 --webui-port 8080 --webui-port 6060
root        89     1  4 18:47 ?        00:00:04 /usr/lib/jvm/java-8-openjdk-amd64//bin/java -cp /root/spark-2.1.0-bin-fluxcapacitor/conf/:/root/spark-2.1.0-bin-fluxcapacitor/jars/*:/root/hadoop-2.7.2/etc/hadoop/ -Xmx1g org.apache.spark.deploy.worker.Worker --webui-port 8081 --cores 4 --memory 4g --webui-port 6061 spark://127.0.0.1:7077
root       124     0  0 18:47 ?        00:00:00 bash
root       162     7  0 18:47 ?        00:00:00 /opt/conda/bin/python /opt/conda/bin/jupyterhub --ip= --config=config/jupyterhub/jupyterhub_config.py
root       166   162  0 18:47 ?        00:00:00 node /opt/conda/bin/configurable-http-proxy --ip  --port 8754 --api-ip 0.0.0.0 --api-port 8755 --default-target http://127.0.0.1:8081 --error-target http://127.0.0.1:8081/hub/error
root       184   124  0 18:49 ?        00:00:00 ps -aef








Run TensorBoard Model-Training Dashboard


	Start TensorBoard in the background (&)


	Note:  This requires a TensorFlow/Notebook to write to logdir with [SummaryWriter].(https://www.tensorflow.org/versions/r0.12/api_docs/python/train.html#SummaryWriter)




tensorboard --logdir /root/train &

### EXPECTED OUTPUT ###
...
I tensorflow/stream_executor/dso_loader.cc:128] successfully opened CUDA library libcublas.so locally
I tensorflow/stream_executor/dso_loader.cc:128] successfully opened CUDA library libcudnn.so locally
I tensorflow/stream_executor/dso_loader.cc:128] successfully opened CUDA library libcufft.so locally
I tensorflow/stream_executor/dso_loader.cc:128] successfully opened CUDA library libcuda.so.1 locally
I tensorflow/stream_executor/dso_loader.cc:128] successfully opened CUDA library libcurand.so locally

Starting TensorBoard on port 6006
(You can navigate to http://<your-cloud-ip>:6006)
...






	Hit Enter a few times


	Navigate your browser to the TensorBoard UI




http://<your-cloud-ip>:6006





[image: Tensorboard]




Single-GPU Tensorflow Training Example


	Note:  The first operation on each GPU will incur a significant performance overhead during PTX assembly compilation [http://stackoverflow.com/questions/40410210/tensorflow-2-gpu-slower-then-single-gpu/40430717#40430717].


	Let's use this [https://github.com/tensorflow/tensorflow/blob/r0.12/tensorflow/models/image/cifar10/cifar10_multi_gpu_train.py] example.


	1 GPU:  Note examples/sec and sec/batch




python /root/tensorflow/tensorflow/models/image/cifar10/cifar10_multi_gpu_train.py --num_gpus=1 --max_steps=1000 --train_dir=/root/train/1gpu

### EXPECTED OUTPUT ###
...
2016-09-08 16:10:30.718689: step 990, loss = 2.51 (717.6 examples/sec; 0.178 sec/batch)








Multiple-GPU Tensorflow Training Example


	This will only work if your EC2 instance has >1 GPU (ie. p2.16xlarge, g2.8xlarge)


	Note:  The first operation on each GPU will incur a significant performance overhead during PTX assembly compilation [http://stackoverflow.com/questions/40410210/tensorflow-2-gpu-slower-then-single-gpu/40430717#40430717].




[image: Multi-GPU Training]

Step 1:  CPU transfers model to each GPU

Step 2:  CPU synchronizes and waits for all GPUs to process batch

Step 3:  CPU copies all training results (gradients) back from GPU

Step 4:  CPU builds new model from average of gradients from all GPUs

Step 5:  Repeat Step 1 until stop condition is reached (ie. --max_steps=1000)


	Let's use the same [https://github.com/tensorflow/tensorflow/blob/r0.12/tensorflow/models/image/cifar10/cifar10_multi_gpu_train.py] example.


	2 GPUs:  Note the increase in examples/sec and sec/batch




python /root/tensorflow/tensorflow/models/image/cifar10/cifar10_multi_gpu_train.py --num_gpus=2 --max_steps=1000 --train_dir=/root/train/2gpu

### EXPECTED OUTPUT ###
...
2016-09-08 16:06:01.299470: step 990, loss = 2.31 (1342.8 examples/sec; 0.095 sec/batch)






	4 GPUs:  Note the increase in examples/sec and sec/batch




python /root/tensorflow/tensorflow/models/image/cifar10/cifar10_multi_gpu_train.py --num_gpus=4 --max_steps=1000 --train_dir=/root/train/4gpu

### EXPECTED OUTPUT ###
...
2016-09-08 15:59:51.653752: step 990, loss = 2.36 (1925.9 examples/sec; 0.066 sec/batch)






	16 GPUs:  Note the increase in examples/sec and sec/batch




python /root/tensorflow/tensorflow/models/image/cifar10/cifar10_multi_gpu_train.py --num_gpus=16 --max_steps=1000 --train_dir=/root/train/16gpu

### EXPECTED OUTPUT ###
...
2016-12-27 17:15:23.486812: step 990, loss = 2.30 (2401.1 examples/sec; 0.053 sec/batch)





[image: AWS P2 xlarge GPU Nvidia Docker]


	Navigate your browser to the TensorBoard UI




http://<your-cloud-ip>:6006





[image: Tensorboard]




Run TensorFlow Jupyter/iPython Notebooks


	Run example notebooks




http://<your-cloud-ip>:8754






	Login to Jupyter Notebook (Use Any Username/Password)


	Run the Examples Notebooks
[image: Jupyter Login]







Stop and Start Cloud Instance (ie. Cost Savings)


	To save money, you can stop the EC2 instance when you are done experimenting


	When you start the cloud instance back up, you may need to start the Docker container




sudo nvidia-docker start gpu-tensorflow-spark






	Then you can use Jupyter again




http://<your-cloud-ip>:8754





or shell back into the Docker container

sudo nvidia-docker exec -it gpu-tensorflow-spark bash










References


	Dockerfile [https://github.com/fluxcapacitor/pipeline/tree/master/gpu.ml]


	DockerHub Image [https://hub.docker.com/r/fluxcapacitor/]
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Setup GCP Cloud Instance


Choose Ubuntu 16.04 as the Host Instance OS

You must choose the ubuntu-1604-xenial-v20170307 image - not the default Ubuntu 16.04!  Otherwise, the Nvidia drivers specified below will not install properly due to the Linux Kernel version.

You can use the gcloud CLI script (at the bottom of this page) if you cannot select this version from the UI.




Select GCP Instance including a Tesla K80 GPU




ssh into the GCP Host Instance

ssh -i ~/.ssh/<your-pem-file> <username>@<gcp-host-name-or-ipaddress>








Install CUDA 8.0 Drivers and Toolkit

sudo apt-get update
sudo apt-get install -y wget
sudo apt-get install -y linux-headers-$(uname -r)
sudo apt-get install -y gcc
sudo apt-get install -y make
sudo apt-get install -y g++
wget https://developer.nvidia.com/compute/cuda/8.0/Prod2/local_installers/cuda-repo-ubuntu1604-8-0-local-ga2_8.0.61-1_amd64-deb
sudo dpkg -i cuda-repo-ubuntu1604-8-0-local-ga2_8.0.61-1_amd64-deb
sudo apt-get update
sudo apt-get install -y cuda
export PATH=$PATH:/usr/local/cuda/bin
export LD_LIBRARY_PATH="$LD_LIBRARY_PATH:/usr/local/cuda/lib64:/usr/local/cuda/extras/CPUTI/lib64"
export CUDA_HOME=/usr/local/cuda





^^ YOU MAY WANT TO ADD THE export COMMANDS TO YOUR ~/.bashrc FILE.




Verify Successful Installation

nvidia-smi

### EXPECTED OUTPUT ###
+-----------------------------------------------------------------------------+
| NVIDIA-SMI 375.26                 Driver Version: 375.26                    |
|-------------------------------+----------------------+----------------------+
| GPU  Name        Persistence-M| Bus-Id        Disp.A | Volatile Uncorr. ECC |
| Fan  Temp  Perf  Pwr:Usage/Cap|         Memory-Usage | GPU-Util  Compute M. |
|===============================+======================+======================|
|   0  Tesla K80           Off  | 0000:00:1E.0     Off |                    0 |
| N/A   33C    P8    30W / 149W |      0MiB / 11439MiB |      0%      Default |
+-------------------------------+----------------------+----------------------+

+-----------------------------------------------------------------------------+
| Processes:                                                       GPU Memory |
|  GPU       PID  Type  Process name                               Usage      |
|=============================================================================|
|  No running processes found                                                 |
+-----------------------------------------------------------------------------+





nvcc --version

### EXPECTED OUTPUT ###
nvcc: NVIDIA (R) Cuda compiler driver
Copyright (c) 2005-2016 NVIDIA Corporation
Built on Tue_Jan_10_13:22:03_CST_2017
Cuda compilation tools, release 8.0, V8.0.61





sudo modprobe nvidia

### EXPECTED OUTPUT ###
<NOTHING - MAKE SURE THERE IS NO ERROR>





cd /usr/local/cuda/samples/1_Utilities/deviceQuery

sudo make

./deviceQuery

### EXPECTED OUTPUT ###
./deviceQuery Starting...

 CUDA Device Query (Runtime API) version (CUDART static linking)

Detected 1 CUDA Capable device(s)

Device 0: "Tesla K80"
  CUDA Driver Version / Runtime Version          8.0 / 8.0
  CUDA Capability Major/Minor version number:    3.7
  Total amount of global memory:                 11440 MBytes (11995578368 bytes)
  (13) Multiprocessors, (192) CUDA Cores/MP:     2496 CUDA Cores
  GPU Max Clock rate:                            824 MHz (0.82 GHz)
  Memory Clock rate:                             2505 Mhz
  Memory Bus Width:                              384-bit
  L2 Cache Size:                                 1572864 bytes
  Maximum Texture Dimension Size (x,y,z)         1D=(65536), 2D=(65536, 65536), 3D=(4096, 4096, 4096)
  Maximum Layered 1D Texture Size, (num) layers  1D=(16384), 2048 layers
  Maximum Layered 2D Texture Size, (num) layers  2D=(16384, 16384), 2048 layers
  Total amount of constant memory:               65536 bytes
  Total amount of shared memory per block:       49152 bytes
  Total number of registers available per block: 65536
  Warp size:                                     32
  Maximum number of threads per multiprocessor:  2048
  Maximum number of threads per block:           1024
  Max dimension size of a thread block (x,y,z): (1024, 1024, 64)
  Max dimension size of a grid size    (x,y,z): (2147483647, 65535, 65535)
  Maximum memory pitch:                          2147483647 bytes
  Texture alignment:                             512 bytes
  Concurrent copy and kernel execution:          Yes with 2 copy engine(s)
  Run time limit on kernels:                     No
  Integrated GPU sharing Host Memory:            No
  Support host page-locked memory mapping:       Yes
  Alignment requirement for Surfaces:            Yes
  Device has ECC support:                        Enabled
  Device supports Unified Addressing (UVA):      Yes
  Device PCI Domain ID / Bus ID / location ID:   0 / 0 / 4
  Compute Mode:
     < Default (multiple host threads can use ::cudaSetDevice() with device simultaneously) >

deviceQuery, CUDA Driver = CUDART, CUDA Driver Version = 8.0, CUDA Runtime Version = 8.0, NumDevs = 1, Device0 = Tesla K80
Result = PASS








(OPTIONAL) Setup Docker v1.17+ on Cloud Instance


	DO NOT RELY ON THE DEFAULT VERSION PROVIDED BY YOUR OS!


	If Docker already exists, check the version with the following




docker version





This must be v1.17+!!!

Install the latest Docker if needed

sudo apt-get update

sudo curl -fsSL https://get.docker.com/ | sh

sudo curl -fsSL https://get.docker.com/gpg | sudo apt-key add -








Setup Nvidia Docker [https://github.com/NVIDIA/nvidia-docker/wiki/Why%20NVIDIA%20Docker] on Cloud Instance

wget -P /tmp https://github.com/NVIDIA/nvidia-docker/releases/download/v1.0.1/nvidia-docker_1.0.1-1_amd64.deb

sudo dpkg -i /tmp/nvidia-docker*.deb 

rm /tmp/nvidia-docker*.deb





Note:  Newer versions of nvidia-docker are untested, but may be available here [https://github.com/NVIDIA/nvidia-docker/releases/].




Verify Successful nvidia-docker Setup

sudo nvidia-docker run --rm nvidia/cuda nvidia-smi

### EXPECTED OUTPUT ###
+-----------------------------------------------------------------------------+
| NVIDIA-SMI 375.26                 Driver Version: 375.26                    |
|-------------------------------+----------------------+----------------------+
| GPU  Name        Persistence-M| Bus-Id        Disp.A | Volatile Uncorr. ECC |
| Fan  Temp  Perf  Pwr:Usage/Cap|         Memory-Usage | GPU-Util  Compute M. |
|===============================+======================+======================|
|   0  Tesla K80           Off  | 0000:00:1E.0     Off |                    0 |
| N/A   33C    P8    30W / 149W |      0MiB / 11439MiB |      0%      Default |
+-------------------------------+----------------------+----------------------+

+-----------------------------------------------------------------------------+
| Processes:                                                       GPU Memory |
|  GPU       PID  Type  Process name                               Usage      |
|=============================================================================|
|  No running processes found                                                 |
+-----------------------------------------------------------------------------+








Download PipelineAI Standalone GPU Docker Image

This image contains JupyterHub, Spark, TensorFlow, Tensorboard, and HDFS - as well as many sample notebooks.




Run PipelineAI Standalone GPU Docker Container


	Start the Docker Container with a Jupyter/iPython notebook


	Note:  This Docker image is based on this Dockerfile [https://github.com/tensorflow/tensorflow/blob/master/tensorflow/tools/docker/Dockerfile.devel-gpu],
but contains many optimizations and installations for real-world ML and AI model training, optimizing, and deploying.




sudo nvidia-docker run -itd --name=gpu-tensorflow-spark -p 80:80 -p 50070:50070 -p 39000:39000 -p 9000:9000 -p 9001:9001 -p 9002:9002 -p 9003:9003 -p 9004:9004 -p 6006:6006 -p 8754:8754 -p 7077:7077 -p 6066:6066 -p 6060:6060 -p 6061:6061 -p 4040:4040 -p 4041:4041 -p 4042:4042 -p 4043:4043 -p 4044:4044 -p 2222:2222 -p 5050:5050 fluxcapacitor/gpu-tensorflow-spark:master










Verify Successful Startup

Shell into the running Docker Container

sudo nvidia-docker exec -it gpu-tensorflow-spark bash





Verify that nvidia-smi works within the Docker Container

nvidia-smi

### EXPECTED OUTPUT ###
+-----------------------------------------------------------------------------+
| NVIDIA-SMI 375.26                 Driver Version: 375.26                    |
|-------------------------------+----------------------+----------------------+
| GPU  Name        Persistence-M| Bus-Id        Disp.A | Volatile Uncorr. ECC |
| Fan  Temp  Perf  Pwr:Usage/Cap|         Memory-Usage | GPU-Util  Compute M. |
|===============================+======================+======================|
|   0  Tesla K80           Off  | 0000:00:04.0     Off |                    0 |
| N/A   36C    P8    27W / 149W |      0MiB / 11439MiB |      0%      Default |
+-------------------------------+----------------------+----------------------+

+-----------------------------------------------------------------------------+
| Processes:                                                       GPU Memory |
|  GPU       PID  Type  Process name                               Usage      |
|=============================================================================|
|  No running processes found                                                 |
+-----------------------------------------------------------------------------+






	Navigate your browser to the TensorBoard UI




http://<your-cloud-ip>:6006





[image: Tensorboard]


Navigate to Jupyter Notebooks

http://<your-cloud-ip>:8754





Login to Jupyter Notebook

Use any username/password.

[image: Jupyter Login]

Run the Notebooks
[image: Jupyter Login]




Stop and Start Cloud Instance (ie. Cost Savings)


	To save money, you can stop/start the GCP instance as needed


	After cloud instance re-start, start the Docker Container




sudo nvidia-docker start gpu-tensorflow-spark





Note: If you see an error related to modprobe not running or Error looking up volume plugin nvidia-docker, just re-install the CUDA 8.0 Toolkit and nvidia-docker plugin as you did above.


	Navigate to JupyterHub




http://<your-cloud-ip>:8754






	Shell back into the Docker Container




sudo nvidia-docker exec -it gpu-tensorflow-spark bash










Create Instance Using gcloud CLI [https://cloud.google.com/sdk/downloads]

Note:  GPU's are not available in all regions and zones.  Please check with the cloud provider before picking a zone.

gcloud beta compute instances create pipeline-gpu \
    --machine-type n1-standard-4 \
    --min-cpu-platform "Intel Broadwell" \
    --zone us-west1-c \
    --boot-disk-size=100GB --boot-disk-auto-delete --boot-disk-type=pd-ssd \
    --accelerator type=nvidia-tesla-k80,count=1 \
    --image ubuntu-1604-xenial-v20170307 \
    --image-project ubuntu-os-cloud \
    --maintenance-policy TERMINATE \
    --restart-on-failure \
    --metadata startup-script='#!/bin/bash
    sudo apt-get update
    sudo apt-get install -y wget
    sudo apt-get install -y linux-headers-$(uname -r)
    sudo apt-get install -y gcc
    sudo apt-get install -y make
    sudo apt-get install -y g++
    wget https://developer.nvidia.com/compute/cuda/8.0/Prod2/local_installers/cuda-repo-ubuntu1604-8-0-local-ga2_8.0.61-1_amd64-deb
    sudo dpkg -i cuda-repo-ubuntu1604-8-0-local-ga2_8.0.61-1_amd64-deb
    sudo apt-get update
    sudo apt-get install -y cuda
    export PATH=$PATH:/usr/local/cuda/bin
    sudo curl -fsSL https://get.docker.com/ | sh
    sudo curl -fsSL https://get.docker.com/gpg | sudo apt-key add -
    wget -P /tmp https://github.com/NVIDIA/nvidia-docker/releases/download/v1.0.1/nvidia-docker_1.0.1-1_amd64.deb
    sudo dpkg -i /tmp/nvidia-docker*.deb && rm /tmp/nvidia-docker*.deb
    sudo nvidia-docker run -itd --name=gpu-tensorflow-spark -p 80:80 -p 50070:50070 -p 39000:39000 -p 9000:9000 -p 9001:9001 -p 9002:9002 -p 9003:9003 -p 9004:9004 -p 6006:6006 -p 8754:8754 -p 7077:7077 -p 6066:6066 -p 6060:6060 -p 6061:6061 -p 4040:4040 -p 4041:4041 -p 4042:4042 -p 4043:4043 -p 4044:4044 -p 2222:2222 -p 5050:5050 fluxcapacitor/gpu-tensorflow-spark:master
    sleep 15
    sudo nvidia-docker exec -d gpu-tensorflow-spark service apache2 restart'








References


	Dockerfile [https://github.com/fluxcapacitor/pipeline/tree/master/gpu.ml]


	DockerHub Image [https://hub.docker.com/r/fluxcapacitor/gpu-tensorflow-spark]
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CUDA + cuDNN

wget http://developer.download.nvidia.com/compute/cuda/repos/ubuntu1604/x86_64/cuda-repo-ubuntu1604_9.0.176-1_amd64.deb
sudo dpkg -i cuda-repo-ubuntu1604_9.0.176-1_amd64.deb

sudo apt-key adv --fetch-keys http://developer.download.nvidia.com/compute/cuda/repos/ubuntu1604/x86_64/7fa2af80.pub
sudo apt-get update
sudo apt-get install cuda

wget .../libcudnn7-doc_7.0.5.15-1%2Bcuda9.0_amd64.deb
wget .../libcudnn7-dev_7.0.5.15-1%2Bcuda9.0_amd64.deb
wget .../libcudnn7-doc_7.0.5.15-1%2Bcuda9.0_amd64.deb

sudo dpkg -i libcudnn7_7.0.5.15-1+cuda9.0_amd64.deb
sudo dpkg -i libcudnn7-dev_7.0.5.15-1+cuda9.0_amd64.deb
sudo dpkg -i libcudnn7-doc_7.0.5.15-1+cuda9.0_amd64.deb








PyCUDA

sudo apt-get -y install python-pycuda 
sudo pip install -y pycuda








TensorRT Developer


	Based on THESE [http://developer2.download.nvidia.com/compute/machine-learning/tensorrt/secure/3.0/ga/TensorRT-Installation-Guide.pdf] instructions.


	This assumes Python3




wget .../nv-tensorrt-repo-ubuntu1604-ga-cuda9.0-trt3.0-20171128_1-1_amd64.deb

sudo dpkg -i nv-tensorrt-repo-ubuntu1604-ga-cuda9.0-trt3.0-20171128_1-1_amd64.deb
sudo apt-get update
sudo apt-get install tensorrt

sudo apt-get install python3-libnvinfer python3-libnvinfer-dev python3-libnvinfer-doc 
sudo apt-get install uff-converter-tf

sudo dpkg -l | grep TensorRT








TensorFlow

pip install tensorflow-gpu








PyCUDA

sudo apt-get --yes install python-pycuda

sudo apt-get -y install python-pycuda \

pip install pycuda








TensorRT Examples


	Follow THESE [https://github.com/parallel-forall/code-samples/blob/master/posts/TensorRT-3.0/convert.ipynb] instructions.




cd /usr/lib/python3.5/dist-packages/

python   <-- Inoke Python Shell

import tensorrt as trt
...
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Nvidia's TensorRT 3.0+

[image: Docker Gobbles]


Convert TensorFlow Model into Optimized TensorRT File

pipeline predict-server-optimize --model-path=./tensorflow/mnist/model/model.pb \
                                 --model-name=mnist \
                                 --model-tag=a \
                                 --model-type=tensorflow \
                                 --model-runtime=tensorrt \
                                 --model-chip=gpu \
                                 --model-precision=float16 \
                                 --model-input-list=[...] \
                                 --model-output-list=[...]
                                

### EXPECTED OUTPUT ###

model path: './tensorflow/mnist/model/model.pb
model name: 'mnist'
model tag: 'a'
model type: 'tensorflow'
model runtime: 'tensorrt'
model chip: 'gpu'
model precision: 'float16'
model input list: '[...]'
model output list: '[...]'

genereated optimized model: './tensorflow/mnist/model/optimized_model.engine'








Start TensorRT Runtime

pipeline predict-server-start --model-path=./tensorflow/mnist/model/optimized_model.engine \
                              --model-name=mnist \
                              --model-tag=a \
                              --model-type=tensorflow \
                              --model-runtime=tensorrt \
                              --model-chip=gpu \
                              --model-precision=float16 \
                              --model-input-list=[...] \
                              --model-output-list=[...]

### EXPECTED OUTPUT ###

model path: './tensorflow/mnist/model/model.pb
model name: 'mnist'
model tag: 'a'
model type: 'tensorflow'
model runtime: 'tensorrt'
model chip: 'gpu'
model precision: 'float16'
model input list: '[...]'
model output list: '[...]'

started 'tensorrt' model server at :8080/invocations
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Setup Kubernetes for PipelineAI


	Local (Minikube)


	Local (Docker + Kubernetes)


	AWS CPU


	AWS GPU


	Google Cloud


	Azure
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Step 1: Setup Pre-requisites


	Download and Install the pre-built PipelineAI Installation Docker Image




-- OR --


	Install AWS CLI [http://docs.aws.amazon.com/cli/latest/userguide/installing.html]


	Install Docker Community Edition [https://www.docker.com/community-edition#/download]


	Install Miniconda [https://conda.io/docs/install/quick.html] with Python 3 Support


	Install Kubernetes CLI [https://kubernetes.io/docs/tasks/tools/install-kubectl/]


	Install KOPS [https://github.com/kubernetes/kops#installing]







Step 2:  Create Kubernetes Cluster on AWS

Note:  ALL COMMANDS MUST BE RUN WITHIN THE DOCKER CONTAINER STARTED IN STEP 1!!

We cannot support one-off environments!


Setup AWS CLI

aws configure





Enter ACCESS_KEY_ID, SECRET_ACCESS_KEY, and Default Region (ie. us-west-2)






Create IAM Role for kops

aws iam create-group --group-name kops

aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/AmazonEC2FullAccess --group-name kops
aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/AmazonRoute53FullAccess --group-name kops
aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/AmazonS3FullAccess --group-name kops
aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/IAMFullAccess --group-name kops
aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/AmazonVPCFullAccess --group-name kops

aws iam create-user --user-name kops

aws iam add-user-to-group --user-name kops --group-name kops

aws iam create-access-key --user-name kops





^^ COPY THESE CREDENTIALS SOMEWHERE.  YOU WILL NEED THEM LATER! ^^


(Re-)Setup AWS CLI with kops IAM Role

aws configure





Enter new ACCESS_KEY_ID, SECRET_ACCESS_KEY, and Default Region (ie. us-west-2) from above.




Setup Environment Variables

AWS Environment Variables

Because aws configure doesn't export these vars for kops to use, we export them below.

export AWS_ACCESS_KEY_ID=`aws configure get aws_access_key_id`
export AWS_SECRET_ACCESS_KEY=`aws configure get aws_secret_access_key`





Cluster Name

If you see the following, CLUSTER_NAME must be a fully-qualified domain name (ie. Route 53) per this link [https://github.com/kubernetes/kops/blob/master/docs/aws.md#configure-dns].

export CLUSTER_NAME=<your-cluster-name-with-fully-qualified-DNS-name>





Cluster Name must be a fully-qualified DNS name (ie. awscpu.pipeline.ai)

S3 Bucket

This bucket must be accessible with the AWS Credentials used in the aws configure command above.

export KOPS_STATE_STORE=<your-globally-unique-s3-bucket-name>





State Store must be fully-qualified s3 bucket such as s3://awscpu.pipeline.ai




Create S3 Bucket for Cluster Definitions

aws s3 mb ${KOPS_STATE_STORE}

### EXPECTED OUTPUT ###
# make_bucket: <your-globally-unique-s3-bucket-name>








Create SSH Key Pair

ssh-keygen -t rsa

### EXPECTED OUTPUT ###
# Generating public/private rsa key pair.
# Enter file in which to save the key (/root/.ssh/id_rsa):
# Created directory '/root/.ssh'.
# Enter passphrase (empty for no passphrase):
# Enter same passphrase again:
# Your identification has been saved in /root/.ssh/id_rsa.
# Your public key has been saved in /root/.ssh/id_rsa.pub.
# The key fingerprint is:
# ... 
# The key's randomart image is:
# ...





^^ Copy these keys somewhere.  You will need them later! ^^




Create Cluster Configuration

kops create cluster \
    --cloud aws \
    --dns public \
    --ssh-public-key ~/.ssh/id_rsa.pub \
    --master-zones us-west-2b \
    --master-size t2.medium \
    --zones us-west-2b \
    --node-count 1 \
    --node-size r3.2xlarge \
    --node-tenancy default \
    --kubernetes-version 1.8.6 \
    --image kope.io/k8s-1.8-debian-jessie-amd64-hvm-ebs-2017-12-02 \
    --alsologtostderr \
    --log_dir logs \
    --v 5 \
    --state ${KOPS_STATE_STORE} \
    --name ${CLUSTER_NAME}





Note:  You can use --vpc to re-use your existing infrastructure.

Note 2:  You can switch to flannel for networking by adding --networking flannel

Note 3:  Other images available here [https://github.com/kubernetes/kops/tree/master/channels].




Edit Cluster Config

kops edit cluster --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME}





Copy the following at the BOTTOM of the spec:

# FROM HERE
  kubeAPIServer:
    runtimeConfig:
      batch/v2alpha1: "true"
      apps/v1alpha1: "true"      
# TO HERE





Alpha feature configuration is described HERE [https://github.com/kubernetes/kops/blob/master/docs/cluster_spec.md#runtimeconfig]






Update Instance Groups


List Current Instance Groups

kops get ig --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME}

### EXPECTED OUTPUT ###
#
Using cluster from kubectl context: <cluster-name>

NAME                ROLE    MACHINETYPE MIN MAX ZONES
master-us-west-2b   Master  t2.medium   1   1   us-west-2b
nodes               Node    r3.2xlarge  1   1   us-west-2b










Sometimes you need to use this

kops get ig --state s3://awsgpu.pipeline.ai --name awsgpu.pipeline.ai






Edit nodes Instance Group

kops edit ig nodes --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME}





Copy the following at the BOTTOM of the spec:

# FROM HERE
  rootVolumeSize: 200
  rootVolumeType: gp2
  kubernetesVersion: 1.8.6
# TO HERE








List Current Instance Groups

kops get ig --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME}

### EXPECTED OUTPUT ###
#
NAME                ROLE    MACHINETYPE MIN MAX SUBNETS
master-us-west-2b   Master  t2.medium   1   1   us-west-2b
nodes               Node    r3.2xlarge  1   1   us-west-2b








Update and Create Cluster Config

kops update cluster --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME} --yes





** WAIT ABOUT 10-15 MINUTES BEFORE ATTEMPTING THESE NEXT STEPS!! **




Validate Successful Cluster Startup

Re-run this until cluster starts successfully.

If you have issues, either check the logs or the AWS Console (Autoscale Groups, etc).

kops validate cluster






Setup kubectl Config

Disable TLS Auth (For Now)

kubectl config set-cluster ${CLUSTER_NAME} --insecure-skip-tls-verify=true








Verify Cluster through kubectl CLI

kubectl get nodes










Step 3: Setup Kubernetes Add-Ons [https://github.com/kubernetes/kops/blob/master/docs/addons.md]


Kubernetes Dashboard [https://github.com/kubernetes/dashboard] <-- HIGHLY RECOMMENDED

kubectl create -f https://raw.githubusercontent.com/kubernetes/kops/master/addons/kubernetes-dashboard/v1.8.1.yaml





Login to Kubernetes Dashboard

kubectl cluster-info

### EXPECTED OUTPUT ###
...
Kubernetes-dashboard is running at ...  <-- COPY THIS URL, USE BELOW





Navigate your browser to the following:

https://<kubernetes-dashboard-url-from-above>






	Username: admin


	Password: kops get secrets kube --type secret -oplaintext --state ${KOPS_STATE_STORE}







Heapster (ie. top for Kubernetes) <-- HIGHLY RECOMMENDED

Heapster enables the Autoscaling features in Kubernetes

kubectl create -f https://raw.githubusercontent.com/kubernetes/kops/master/addons/monitoring-standalone/v1.7.0.yaml








Logging (ElasticSearch) <-- HIGHLY OPTIONAL

kubectl create -f https://raw.githubusercontent.com/kubernetes/kops/master/addons/logging-elasticsearch/v1.6.0.yaml










Step 4: Train and Serve ML/AI Models with PipelineAI

Follow THESE [https://github.com/PipelineAI/pipeline/] instructions to train and serve models with PipelineAI.




Step 5: (Optional) Delete the Cluster


	Make sure these Environment Variables have been set up above




kops delete --state ${KOPS_STATE_STORE} cluster --name ${CLUSTER_NAME}






	Add --yes to the command above when you're ready to delete the cluster







More Resources


More kops Commands [https://github.com/kubernetes/kops/blob/master/docs/instance_groups.md]


	Modify Cluster (instanceType, nodeCount, rootVolumeSize, rootVolumeOptimization)


	Use AWS Spot Instances [https://github.com/kubernetes/kops/blob/master/docs/instance_groups.md#converting-an-instance-group-to-use-spot-instances] (maxPrice)









Troubleshooting


	If you see the following, you need to set the CLUSTER_NAME and KOPS_STATE_STORE environment variables in your shell before you can run any kops commands.




State store "" is not cloud-reachable - please use an S3 bucket






	If you see the following error related to no credentials or no space left, you need to increase the rootVolumeSize of your EC2 instance per previous step.




Failed to pull image "docker.io/fluxcapacitor/jupyterhub": image pull failed for docker.io/pipelineai/...:<tag>, this may be because there are no credentials on this request. details: (write /mnt/sda1/var/lib/docker/tmp/GetImageBlob871155766: no space left on device) 
Error syncing pod, skipping: failed to "StartContainer" for "jupyterhub" with ErrImagePull: "image pull failed for docker.io/pipelineai/...:<tag>, this may be because there are no credentials on this request. details: (write /mnt/sda1/var/lib/docker/tmp/GetImageBlob871155766: no space left on device)"











          

      

      

    

  

  
    
    Step 1: Setup Pre-requisites
    

    
 
  
  

    
      
          
            
  WARNING:  These instructions are highly experimental as Kubernetes + GPU is still under active development.


Step 1: Setup Pre-requisites


	Download and Install the pre-built PipelineAI Installation Docker Image




-- OR --


	Install AWS CLI [http://docs.aws.amazon.com/cli/latest/userguide/installing.html]


	Install Docker Community Edition [https://www.docker.com/community-edition#/download]


	Install Miniconda [https://conda.io/docs/install/quick.html] with Python 3 Support


	Install Kubernetes CLI [https://kubernetes.io/docs/tasks/tools/install-kubectl/]


	Install KOPS [https://github.com/kubernetes/kops#installing]







Step 2: Create Kubernetes Cluster on AWS


Setup AWS CLI

aws configure





Enter ACCESS_KEY_ID, SECRET_ACCESS_KEY, and Default Region (ie. us-west-2)




Create IAM Role for kops

aws iam create-group --group-name kops

aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/AmazonEC2FullAccess --group-name kops
aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/AmazonRoute53FullAccess --group-name kops
aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/AmazonS3FullAccess --group-name kops
aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/IAMFullAccess --group-name kops
aws iam attach-group-policy --policy-arn arn:aws:iam::aws:policy/AmazonVPCFullAccess --group-name kops

aws iam create-user --user-name kops

aws iam add-user-to-group --user-name kops --group-name kops

aws iam create-access-key --user-name kops





^^ COPY THESE CREDENTIALS SOMEWHERE.  YOU WILL NEED THEM LATER! ^^




(Re-)Setup AWS CLI with kops IAM Role

aws configure





Enter new ACCESS_KEY_ID, SECRET_ACCESS_KEY, and Default Region (ie. us-west-2) from above.




Setup Environment Variables

AWS Environment Variables

Because aws configure doesn't export these vars for kops to use, we export them below.

export AWS_ACCESS_KEY_ID=`aws configure get aws_access_key_id`
export AWS_SECRET_ACCESS_KEY=`aws configure get aws_secret_access_key`





Cluster Name

If you see the following, CLUSTER_NAME must be a fully-qualified domain name (ie. Route 53) per this link [https://github.com/kubernetes/kops/blob/master/docs/aws.md#configure-dns].

export CLUSTER_NAME=<your-cluster-name-with-fully-qualified-DNS-name>





Cluster Name must be a fully-qualified DNS name (ie. awsgpu.pipeline.ai)

S3 Bucket

This bucket must be accessible with the AWS Credentials used in the aws configure command above.

export KOPS_STATE_STORE=<your-globally-unique-s3-bucket-name>





State Store must be fully-qualified s3 bucket such as s3://awsgpu.pipeline.ai




Create S3 Bucket for Cluster Definitions

aws s3 mb ${KOPS_STATE_STORE}

### EXPECTED OUTPUT ###
# make_bucket: <your-globally-unique-s3-bucket-name>








Create SSH Key Pair

ssh-keygen -t rsa

### EXPECTED OUTPUT ###
# Generating public/private rsa key pair.
# Enter file in which to save the key (/root/.ssh/id_rsa):
# Created directory '/root/.ssh'.
# Enter passphrase (empty for no passphrase):
# Enter same passphrase again:
# Your identification has been saved in /root/.ssh/id_rsa.
# Your public key has been saved in /root/.ssh/id_rsa.pub.
# The key fingerprint is:
# ... 
# The key's randomart image is:
# ...





^^ Copy these keys somewhere.  You will need them later! ^^




Create Cluster Configuration

kops create cluster \
    --cloud aws \
    --dns public \
    --ssh-public-key ~/.ssh/id_rsa.pub \
    --master-zones us-west-2b \
    --master-size t2.medium \
    --zones us-west-2b \
    --node-count 1 \
    --node-size r3.2xlarge \
    --node-tenancy default \
    --kubernetes-version 1.8.6 \
    --image kope.io/k8s-1.8-debian-jessie-amd64-hvm-ebs-2017-12-02 \
    --alsologtostderr \
    --log_dir logs \
    --v 5 \
    --state ${KOPS_STATE_STORE} \
    --name ${CLUSTER_NAME}





Note:  You can use --vpc to re-use your existing infrastructure.

Note 2:  You can switch to flannel for networking by adding --networking flannel

Note 3:  Other images available here [https://github.com/kubernetes/kops/tree/master/channels].




Edit Cluster Config

kops edit cluster --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME}





Copy the following at the BOTTOM of the spec:

# FROM HERE
  hooks:                
  - execContainer:
      image: kopeio/nvidia-bootstrap:1.6
  kubelet:
    featureGates:
      Accelerators: "true"
  kubeAPIServer:
    runtimeConfig:
      batch/v2alpha1: "true"
      apps/v1alpha1: "true"      
# TO HERE





Alpha feature configuration is described HERE [https://github.com/kubernetes/kops/blob/master/docs/cluster_spec.md#runtimeconfig]






Step 3: Update Instance Groups


List Current Instance Groups

kops get ig --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME}

### EXPECTED OUTPUT ###
#
Using cluster from kubectl context: <cluster-name>

NAME            ROLE    MACHINETYPE MIN MAX ZONES
master-us-west-2b   Master  t2.medium   1   1   us-west-2b
nodes           Node    r3.2xlarge  1   1   us-west-2b








Edit nodes Instance Group

kops edit ig nodes --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME}





Copy the following at the BOTTOM of the spec:

# FROM HERE
  rootVolumeSize: 200
  rootVolumeType: gp2
  kubernetesVersion: 1.8.6
  nodeLabels:
    gpu: "false"
# TO HERE








Create gpunodes Instance Group

kops create ig gpunodes --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME} \
  --role node --subnet us-west-2b





Copy the following at the BOTTOM of the spec:

# FROM HERE
  machineType: g3.4xlarge
  tenancy: default
  maxSize: 1
  minSize: 1
  rootVolumeSize: 200
  rootVolumeType: gp2
  kubelet:
    featureGates:
      Accelerators: "true"
  kubernetesVersion: 1.8.6
  nodeLabels:
    gpu: "true"
# TO HERE








Edit gpunodes Instance Group

kops edit ig gpunodes --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME}








List Current Instance Groups

kops get ig --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME}

### EXPECTED OUTPUT ###
#
NAME                ROLE    MACHINETYPE MIN MAX SUBNETS
gpunodes            Node    g3.4xlarge  1   1   us-west-2b
master-us-west-2b   Master  t2.medium   1   1   us-west-2b
nodes               Node    r3.2xlarge  1   1   us-west-2b










Step 4: Update and Create Cluster Config

kops update cluster --state ${KOPS_STATE_STORE} --name ${CLUSTER_NAME} --yes





** WAIT ABOUT 10-15 MINUTES BEFORE ATTEMPTING THESE NEXT STEPS!! **




Step 5: Validate Successful Cluster Startup

Re-run this until cluster starts successfully.

If you have issues, either check the logs or the AWS Console (Autoscale Groups, etc).

kops validate cluster






Setup kubectl Config

Disable TLS Auth (For Now)

kubectl config set-cluster ${CLUSTER_NAME} --insecure-skip-tls-verify=true








Verify Cluster through kubectl CLI

kubectl get nodes





Verify gpunodes Configuration

kubectl get nodes -o yaml | grep nvidia

### EXPECTED OUTPUT ###
  ...  
      alpha.kubernetes.io/nvidia-gpu: "1"  <-- AT LEAST 1 NODE SHOULD HAVE "1"
      alpha.kubernetes.io/nvidia-gpu: "1"
  ...
      alpha.kubernetes.io/nvidia-gpu: "0"
      alpha.kubernetes.io/nvidia-gpu: "0"
  ...










Step 6: Setup Kubernetes Add-Ons [https://github.com/kubernetes/kops/blob/master/docs/addons.md]


Kubernetes Dashboard [https://github.com/kubernetes/dashboard] <-- HIGHLY RECOMMENDED

kubectl create -f https://raw.githubusercontent.com/kubernetes/kops/master/addons/kubernetes-dashboard/v1.8.1.yaml





Login to Kubernetes Dashboard

kubectl cluster-info

### EXPECTED OUTPUT ###
...
Kubernetes-dashboard is running at ...  <-- COPY THIS URL, USE BELOW





Navigate your browser to the following:

https://<kubernetes-dashboard-url-from-above>






	Username: admin


	Password: kops get secrets kube --type secret -oplaintext --state ${KOPS_STATE_STORE}







Heapster (ie. top for Kubernetes) <-- HIGHLY RECOMMENDED

Heapster enables the Autoscaling features in Kubernetes

kubectl create -f https://raw.githubusercontent.com/kubernetes/kops/master/addons/monitoring-standalone/v1.7.0.yaml








Logging (ElasticSearch) <-- HIGHLY OPTIONAL

kubectl create -f https://raw.githubusercontent.com/kubernetes/kops/master/addons/logging-elasticsearch/v1.6.0.yaml










Step 7: Train and Serve ML/AI Models with PipelineAI

Follow THESE [https://github.com/PipelineAI/pipeline/] instructions to train and serve models with PipelineAI.




Step 8: (Optional) Delete the Cluster


	Make sure these Environment Variables have been set up above




kops delete --state ${KOPS_STATE_STORE} cluster --name ${CLUSTER_NAME}






	Add --yes to the command above when you're ready to delete the cluster







Troubleshooting


	If you see the following, you need to set the CLUSTER_NAME and KOPS_STATE_STORE environment variables in your shell before you can run any kops commands.




State store "" is not cloud-reachable - please use an S3 bucket






	If you see the following error related to no credentials or no space left, you need to increase the rootVolumeSize of your EC2 instance per previous step




Failed to pull image "docker.io/pipelineai/...": image pull failed for docker.io/pipelineai/...:<tag>, this may be because there are no credentials on this request. details: (write /mnt/sda1/var/lib/docker/tmp/GetImageBlob871155766: no space left on device) 
Error syncing pod, skipping: failed to "StartContainer" for "jupyterhub" with ErrImagePull: "image pull failed for docker.io/pipelineai/...:<tag>, this may be because there are no credentials on this request. details: (write /mnt/sda1/var/lib/docker/tmp/GetImageBlob871155766: no space left on device)"








Related Links


More kops Commands [https://github.com/kubernetes/kops/blob/master/docs/instance_groups.md]


	Modify Cluster (instanceType, nodeCount, rootVolumeSize, rootVolumeOptimization)


	Use AWS Spot Instances [https://github.com/kubernetes/kops/blob/master/docs/instance_groups.md#converting-an-instance-group-to-use-spot-instances] (maxPrice)
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Step 1:  Setup Docker and Kubernetes CLI




Step 2:  Setup Kubernetes

Note:  All commands must be run within the Docker container started in Step 1!!


Setup Environment Variables

export RESOURCE_GROUP=pipeline-azuredemo
export LOCATION=westus
export DNS_PREFIX=<unique-pipeline-azuredemo-prefix-such-as-your-username>
export SERVICE_NAME=pipeline-service








Login With Azure CLI

az login

### EXPECTED OUTPUT ###
To sign in, use a web browser to open the page https://aka.ms/devicelogin and enter the code REDACTED to authenticate.
[
  {
    "cloudName": "AzureCloud",
    "id": "f89b3492-3c3f-4365-805c-b43e85c3e77e",
    "isDefault": true,
    "name": "fluxcapacitor",
    "state": "Enabled",
    "tenantId": "fb11b146-c09f-4d62-928e-54540a54127b",
    "user": {
      "name": "chris@fregly.com",
      "type": "user"
    }
  }
]








Create Resource Group

az group create --name=$RESOURCE_GROUP --location=$LOCATION

### EXPECTED OUTPUT ###
{
  "id": "/subscriptions/f89b3492-3c3f-4365-805c-b43e85c3e77e/resourceGroups/pipeline-azuredemo",
  "location": "westus",
  "managedBy": null,
  "name": "pipeline-azuredemo",
  "properties": {
    "provisioningState": "Succeeded"
  },
  "tags": null
}








Create Cluster

az acs create --generate-ssh-keys --orchestrator-type=kubernetes --resource-group $RESOURCE_GROUP --name=$SERVICE_NAME --dns-prefix=$DNS_PREFIX

### EXPECTED OUTPUT ###
{
  "id": "/subscriptions/f89b3492-3c3f-4365-805c-b43e85c3e77e/resourceGroups/pipeline-azuredemo/providers/Microsoft.Resources/deployments/azurecli1485661870.2932633",
  "name": "azurecli1485661870.2932633",
  "properties": {
    "correlationId": "26a58327-c7ce-4771-a15b-fb6723a9ada5",
    "debugSetting": null,
    "dependencies": [],
    "mode": "Incremental",
    "outputs": null,
    "parameters": {
      "clientSecret": {
        "type": "SecureString"
      }
    },
    "parametersLink": null,
    "providers": [
      {
        "id": null,
        "namespace": "Microsoft.ContainerService",
        "registrationState": null,
        "resourceTypes": [
          {
            "aliases": null,
            "apiVersions": null,
            "locations": [
              "westus"
            ],
            "properties": null,
            "resourceType": "containerServices"
          }
        ]
      }
    ],
    "provisioningState": "Succeeded",
    "template": null,
    "templateLink": null,
    "timestamp": "2017-01-29T04:12:47.109982+00:00"
  },
  "resourceGroup": "pipeline-azuredemo"
}








Verify Azure CLI Configuration

az acs show -g $RESOURCE_GROUP -n $SERVICE_NAME --output list

### EXPECTED OUTPUT ###
Custom Profile            : None
Id                        : /subscriptions/f89b3492-3c3f-4365-805c-b43e85c3e77e/resourceGroups/pipeline-azuredemo/providers/Microsoft.ContainerService/containerServices/pipeline-service
Location                  : westus
Name                      : pipeline-service
Provisioning State        : Succeeded
Resource Group            : pipeline-azuredemo
Tags                      : None
Type                      : Microsoft.ContainerService/ContainerServices
Windows Profile           : None
Agent Pool Profiles       :
   Count      : 3
   Dns Prefix : pipeline-azuredemo-k8s-agents
   Fqdn       :
   Name       : agentpools
   Vm Size    : Standard_D2_v2
Diagnostics Profile       :
   Vm Diagnostics :
      Enabled     : True
      Storage Uri : None
Linux Profile             :
   Admin Username : azureuser
   Ssh            :
      Public Keys :
         Key Data : ssh-rsa REDACTED chris@fregly.com

Master Profile            :
   Count      : 1
   Dns Prefix : pipeline-azuredemo
   Fqdn       : pipeline-azuredemo.westus.cloudapp.azure.com    <-- COPY THIS 
Orchestrator Profile      :
   Orchestrator Type : Kubernetes
Service Principal Profile :
   Client Id : 419ba3ca-cad9-4b3d-9395-d6d906b89610
   Secret    : None








Download Azure ~/.kube/config

scp azureuser@<cluster-fqdn-from-above>:.kube/config ~/.kube/azure-config








Merge Azure ~/.kube/azure-config and ~/.kube/config




Verify kubectl CLI Configuration

kubectl config view

### EXPECTED OUTPUT ###
apiVersion: v1
clusters:
- cluster:
    certificate-authority-data: REDACTED
    server: https://pipeline-azuredemo.westus.cloudapp.azure.com
  name: pipeline-azuredemo  <-- COPY THIS CLUSTER_NAME
contexts:
- context:
    cluster: pipeline-azuredemo
    user: pipeline-azuredemo-admin
  name: azuredemo
current-context: azuredemo
kind: Config
preferences: {}
users:
- name: pipeline-azuredemo-admin
  user:
    client-certificate-data: REDACTED
    client-key-data: REDACTED








Get Cluster Credentials

kubectl config view

### EXPECTED OUTPUT ###
# apiVersion: v1
# clusters:
# - cluster:
#     certificate-authority-data: REDACTED
#     server: https://<your-cluster-name>
#   name: <your-cluster-name>
#
# ...
#
# users:
# - name: <your-cluster-name>-basic-auth
# user:
#   password: ...   <-- COPY THIS PASSWORD!
#   username: admin                        






	COPY ^^^THIS^^^ PASSWORD!







Verify Kubernetes Dashboard

kubectl cluster-info

### EXPECTED OUTPUT ###
...
Kubernetes-dashboard is running at ...  <-- COPY THIS URL








Navigate to the following:

Note:  Username and Password are in the Azure Container Service Web UI

https://<url-from-previous-step>/api/v1/proxy/namespaces/kube-system/services/kubernetes-dashboard/#/workload?namespace=default








Disable TLS Auth (For Now)

kubectl config set-cluster <cluster-name-from-above> --insecure-skip-tls-verify=true

### EXPECTED OUTPUT ###
Cluster "<cluster-name-from-above>" set.










Step 3: Train and Serve ML/AI Models with PipelineAI

Follow THESE [https://github.com/PipelineAI/pipeline/] instructions to train and serve models with PipelineAI.




Step 4: (Optional) Delete the Cluster


	Make sure these Environment Variables have been set up above




kops delete --state ${KOPS_STATE_STORE} cluster --name ${CLUSTER_NAME}






	Add --yes to the command above when you're ready to delete the cluster
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Step 1: Setup Pre-requisites


	Download and Install the pre-built PipelineAI Installation Docker Image




-- OR --


	Install Google Cloud CLI [https://cloud.google.com/sdk/downloads]


	Install Docker Community Edition [https://www.docker.com/community-edition#/download]


	Install Miniconda [https://conda.io/docs/install/quick.html] with Python 3 Support


	Install Kubernetes CLI [https://kubernetes.io/docs/tasks/tools/install-kubectl/]







Step 2:  Create Kubernetes Cluster on GCP


	Update NUM_NODES, MACHINE_TYPE, and autoscale config params accordingly




export KUBERNETES_PROVIDER=gke
export CLUSTER_NAME=gkecluster
export NUM_NODES=1
# This must be us-east1-d to support Kubernetes 1.6 (as of 2017/04/05)
export ZONE=us-east1-d
export MACHINE_TYPE=n1-highmem-8
export KUBE_ENABLE_CLUSTER_AUTOSCALER=true
export KUBE_AUTOSCALER_MIN_NODES=1
export KUBE_AUTOSCALER_MAX_NODES=1
export KUBE_TARGET_NODE_UTILIZATION=0.75
export GKE_CREATE_FLAGS=--disk-size=200 --node-labels=training=true,prediction=true
export CLUSTER_API_VERSION=1.6.0

# Additional (Optional)
export ADDITIONAL_ZONES=
export HEAPSTER_MACHINE_TYPE=
export CLUSTER_IP_RANGE=
export NODE_SCOPES=





More details here [https://cloud.google.com/sdk/gcloud/reference/container/clusters/create].


Init gcloud CLI

gcloud init








Login to GCP

gcloud auth login

### EXPECTED OUTPUT ###
Go to the following link in your browser:

    https://accounts.google.com/o/oauth2/auth?redirect_uri=...

Enter verification code: <-- Type Verification Code

### EXPECTED OUTPUT ###
WARNING: `gcloud auth login` no longer writes application default credentials.
If you need to use ADC, see:
  gcloud auth application-default --help

You are now logged in as [<user-name>].
Your current project is [default].  You can change this setting by running:
  $ gcloud config set project PROJECT_ID








Setup Application Default Credentials (ADC)

gcloud auth application-default login

### EXPECTED OUTPUT ###
Go to the following link in your browser:

    https://accounts.google.com/o/oauth2/auth?redirect_uri=...

Enter verification code: ...

Credentials saved to file: [/root/.config/gcloud/application_default_credentials.json]








Setup Project Name within GCP


	YOU MUST SET THIS EVEN IF default IS THE CORRECT NAME!!!




gcloud config set project <PROJECT-ID>








Setup GCP Application-Default Credentials

gcloud auth application-default login








Start Kubernetes Cluster and Wait 3-5 Mins

$KUBERNETES_HOME/cluster/kube-up.sh

### EXPECTED OUTPUT ###
... Starting cluster in <zone> using provider gke
... calling verify-prereqs
... in gke:verify-prereqs()
... calling verify-kube-binaries
... calling kube-up
... in gke:kube-up()
... in gke:detect-project()
... Using project: flux-capacitor1
... Using network: default
... Using firewall-rule: default-allow-ssh
...
...
... Using project: <project-name>
... Using network: default
... Using firewall-rule: default-allow-ssh
Creating cluster [cluster_name]...done.
Created [https://container.googleapis.com/v1/projects/flux-capacitor1/zones/us-east1-d/clusters/[cluster_name]].
kubeconfig entry generated for [cluster_name].
NAME           ZONE        MASTER_VERSION  MASTER_IP  MACHINE_TYPE   NODE_VERSION   NUM_NODES  STATUS
[cluster_name] [zone]      [kube_version]  [ip]       n1-highmem-16  [kube_version] 1          RUNNING
... calling validate-cluster








Setup GKE Cluster Credentials

gcloud container clusters get-credentials --zone [zone] [clustername]








Disable TLS x509 Validation (For Now)

kubectl config view

### EXPECTED OUTPUT ###
apiVersion: v1
clusters:
- cluster:
    certificate-authority-data: REDACTED
    server: https://...
  name: gke_project-name_zone_clustername  <-- COPY THIS CLUSTER NAME
contexts:
- context:
    cluster: gke_project-name_zone_clustername
    user: gke_project-name_zone_clustername
  name: gke_project-name_zone_clustername
current-context: gke_project-name_zone_clustername
kind: Config
preferences: {}
users:
- name: gke_project-name_zone_clustername
  user:
    auth-provider:
      config:
        access-token: ...
        expiry: ...
      name: gcp





kubectl config set-cluster <cluster-name-from-above> --insecure-skip-tls-verify=true

### EXPECTED OUTPUT ###
Cluster "<cluster-name-from-above>" set.










Step 3:  Setup PipelineAI on Kubernetes




Reference


Kubernetes Dashboard

Get Cluster Credentials

kubectl config view

### EXPECTED OUTPUT ###
# apiVersion: v1
# clusters:
# - cluster:
#     certificate-authority-data: REDACTED
#     server: https://<your-cluster-name>
#   name: <your-cluster-name>
#
# ...
#
# users:
# - name: <your-cluster-name>-basic-auth
# user:
#   password: ...   <-- COPY THIS PASSWORD!
#   username: admin                        





COPY ^^^THIS^^^ PASSWORD!

kubectl cluster-info

### EXPECTED OUTPUT ###
...
Kubernetes-dashboard is running at ...  <-- COPY THIS URL





Navigate to the following:

Note:  Username admin, Password is from above (or found in the GKE Web UI)

https://<url-from-previous-step>/api/v1/proxy/namespaces/kube-system/services/kubernetes-dashboard/#/workload?namespace=default










Step 3: Train and Serve ML/AI Models with PipelineAI

Follow THESE [https://github.com/PipelineAI/pipeline/] instructions to train and serve models with PipelineAI.




Step 4: (Optional) Delete the Cluster

$KUBERNETES_HOME/cluster/kube-down.sh
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Bash into Live Docker Container

This assumes 1 Docker Container per Pod

kubectl get pod





kubectl exec -it <pod-name> bash





If more than 1 Docker Container per Pod

kubectl exec -it <pod-name> -c <container-name> bash








Scale Deployment

kubectl get deploy





kubectl scale --replicas=4 deploy <deploy-name>








Upgrade Deployment (aka. Rollout)

kubectl set image deploy jupyterhub jupyterhub=fluxcapacitor/jupyterhub:<v2>





kubectl rollout status deploy jupyterhub








Rollback Deployment

kubectl rollout history deploy jupyterhub





kubectl rollout undo deploy jupyterhub --to-revision=1





kubectl rollout status deploy jupyterhub








Even More Kubernetes Commands!!

Kubernetes Cheat Sheet [https://kubernetes.io/docs/user-guide/kubectl-cheatsheet/]

Deployments [https://kubernetes.io/docs/concepts/workloads/controllers/deployment/]

Canary Releases [https://kubernetes.io/docs/concepts/cluster-administration/manage-deployment/#canary-deployments]
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  [image: PipelineAI Logo]


Install Docker for Mac with Kubernetes

https://www.docker.com/docker-mac





Enable Kubernetes

[image: Docker for Desktop Kubernetes]

Minimum Version


	Edge (Not Stable)


	17.12.0-ce


	Kubernetes v1.8.2




[image: Docker for Desktop Kubernetes About]

Minimum Docker System Requirements


	8GB


	4 Cores




[image: Docker for Desktop Kubernetes Config]

Configure Kubernetes CLI for Local Kubernetes Cluster

kubectl config use-context docker-for-desktop
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Step 1: Setup Kubernetes CLI (kubectl)

Follow THESE [https://kubernetes.io/docs/tasks/tools/install-kubectl/] instructions to setup the Kubernetes CLI.




Step 2: Verify Kubernetes CLI Installation

kubectl config view

### EXPECTED OUTPUT (OR SIMILAR) ###
apiVersion: v1
clusters: []
contexts: []
current-context: ""
kind: Config
preferences: {}
users: []








Step 3: Setup Minikube Locally

Follow THESE [https://github.com/kubernetes/minikube/releases/] instructions to setup Minikube in your environment.

Remove Any Existing Minikube VMs

minikube delete





Start New Minikube VM

minikube start --disk-size=100g --memory=8192 --kubernetes-version=v1.8.0

## EXPECTED OUTPUT
Starting local Kubernetes v1.8.0 cluster...
Starting VM...
Moving files into cluster...
Downloading localkube binary
...
Starting local Kubernetes cluster...
Starting VM...
SSH-ing files into VM...
Setting up certs...
Starting cluster components...
Connecting to cluster...
Setting up kubeconfig...
Kubectl is now configured to use the cluster.








Step 4: Verify Minikube Installation

View Configuration

kubectl config view

### EXPECTED OUTPUT (OR SIMILAR) ###
apiVersion: v1
clusters: 
- cluster:
    certificate-authority: /Users/cfregly/.minikube/ca.crt
    server: https://192.168.99.100:8443
  name: minikube
contexts: 
- context:
    cluster: minikube
    user: minikube
  name: minikube
current-context: minikube
kind: Config
preferences: {}
- name: minikube
  user:
    client-certificate: /Users/cfregly/.minikube/client.crt
    client-key: /Users/cfregly/.minikube/client.key





View All Nodes

kubectl get nodes

### EXPECTED OUTPUT ###
NAME       STATUS    AGE
minikube   Ready     32m





View Minikube IP Address

minikube ip

### EXPECTED OUTPUT ###
192.168.99.100





Get All Services

minikube service list

## EXPECTED OUTPUT
|-------------|----------------------|---------------------------|
|  NAMESPACE  |         NAME         |              URL          |
|-------------|----------------------|---------------------------|
| kube-system | kubernetes-dashboard | http://192.168.99.100:... | <- Dashboard
|-------------|----------------------|---------------------------|





Open Kubernetes Dashboard


	Navigate to the kubernetes-dashboard IP/Port from the table above




http://<ip-address>:<port>








Step 5: Train and Serve ML/AI Models with PipelineAI

Follow THESE [https://github.com/PipelineAI/pipeline/] instructions to train and serve models with PipelineAI.




Step 6: (Optional) Configure Minikube to Use Default Local Docker Registry [https://github.com/kubernetes/minikube/blob/master/docs/reusing_the_docker_daemon.md]

This will make building and deploying new Docker images much faster on a local machine.

eval $(minikube docker-env)

docker ps

### EXPECTED OUTPUT ###
...
e326c964b54a        gcr.io/google_containers/pause-amd64:3.0               "/pause"                 2 minutes ago       Up 2 minutes                            k8s_POD_jupyterhub-5f86f64bb7-jwncp_default_43f487db-cfc8-11e7-b5d6-08002759b1cb_0
7d0151d66dd5        gcr.io/google_containers/k8s-dns-sidecar-amd64         "/sidecar --v=2 --lo…"   4 minutes ago       Up 4 minutes                            k8s_sidecar_kube-dns-6fc954457d-vkkv5_kube-system_e8d7da36-cfc7-11e7-b5d6-08002759b1cb_0
c3b91ec1a94f        gcr.io/google_containers/k8s-dns-dnsmasq-nanny-amd64   "/dnsmasq-nanny -v=2…"   4 minutes ago       Up 4 minutes                            k8s_dnsmasq_kube-dns-6fc954457d-vkkv5_kube-system_e8d7da36-cfc7-11e7-b5d6-08
...
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Step 1:  Download Latest Docker Community Edition [https://www.docker.com/community-edition] for Mac, Windows, or Linux




Step 2:  Start the PipelineAI CLI Docker Container

docker run --privileged -v /var/run/docker.sock:/var/run/docker.sock --name cli-pipeline -itd pipelineai/cli-pipeline:1.5.0








Step 3:  Shell into Docker Container to Setup Kubernetes Cluster

sudo docker exec -it cli-pipeline bash








Step 4:  Setup PipelineAI on AWS, Google Cloud, or Azure


	AWS CPU


	AWS GPU


	Google Cloud


	Azure
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Step 1: Setup Kubernetes CLI (kubectl)

Follow THESE [https://kubernetes.io/docs/tasks/tools/install-kubectl/] instructions to setup the Kubernetes CLI.




Step 2: Verify Kubernetes CLI Installation

kubectl config view

### EXPECTED OUTPUT (OR SIMILAR) ###
apiVersion: v1
clusters: []
contexts: []
current-context: ""
kind: Config
preferences: {}
users: []








Step 3: Setup Minikube Locally

Follow THESE [https://github.com/kubernetes/minikube/releases/] instructions to setup Minikube in your environment.

Remove Any Existing Minikube VMs

minikube delete





Start New Minikube VM

minikube start --disk-size=100g --memory=8192 --kubernetes-version=v1.8.0

## EXPECTED OUTPUT
Starting local Kubernetes v1.8.0 cluster...
Starting VM...
Moving files into cluster...
Downloading localkube binary
...
Starting local Kubernetes cluster...
Starting VM...
SSH-ing files into VM...
Setting up certs...
Starting cluster components...
Connecting to cluster...
Setting up kubeconfig...
Kubectl is now configured to use the cluster.








Step 4: Verify Minikube Installation

View Configuration

kubectl config view

### EXPECTED OUTPUT (OR SIMILAR) ###
apiVersion: v1
clusters: 
- cluster:
    certificate-authority: /Users/cfregly/.minikube/ca.crt
    server: https://192.168.99.100:8443
  name: minikube
contexts: 
- context:
    cluster: minikube
    user: minikube
  name: minikube
current-context: minikube
kind: Config
preferences: {}
- name: minikube
  user:
    client-certificate: /Users/cfregly/.minikube/client.crt
    client-key: /Users/cfregly/.minikube/client.key





View All Nodes

kubectl get nodes

### EXPECTED OUTPUT ###
NAME       STATUS    AGE
minikube   Ready     32m





View Minikube IP Address

minikube ip

### EXPECTED OUTPUT ###
192.168.99.100





Get All Services

minikube service list

## EXPECTED OUTPUT
|-------------|----------------------|---------------------------|
|  NAMESPACE  |         NAME         |              URL          |
|-------------|----------------------|---------------------------|
| kube-system | kubernetes-dashboard | http://192.168.99.100:... | <- Dashboard
|-------------|----------------------|---------------------------|





Open Kubernetes Dashboard


	Navigate to the kubernetes-dashboard IP/Port from the table above




http://<ip-address>:<port>








Step 5: Train and Serve ML/AI Models with PipelineAI

Follow THESE [https://github.com/PipelineAI/pipeline/] instructions to train and serve models with PipelineAI.




Step 6: (Optional) Configure Minikube to Use Default Local Docker Registry [https://github.com/kubernetes/minikube/blob/master/docs/reusing_the_docker_daemon.md]

This will make building and deploying new Docker images much faster on a local machine.

eval $(minikube docker-env)

docker ps

### EXPECTED OUTPUT ###
...
e326c964b54a        gcr.io/google_containers/pause-amd64:3.0               "/pause"                 2 minutes ago       Up 2 minutes                            k8s_POD_jupyterhub-5f86f64bb7-jwncp_default_43f487db-cfc8-11e7-b5d6-08002759b1cb_0
7d0151d66dd5        gcr.io/google_containers/k8s-dns-sidecar-amd64         "/sidecar --v=2 --lo…"   4 minutes ago       Up 4 minutes                            k8s_sidecar_kube-dns-6fc954457d-vkkv5_kube-system_e8d7da36-cfc7-11e7-b5d6-08002759b1cb_0
c3b91ec1a94f        gcr.io/google_containers/k8s-dns-dnsmasq-nanny-amd64   "/dnsmasq-nanny -v=2…"   4 minutes ago       Up 4 minutes                            k8s_dnsmasq_kube-dns-6fc954457d-vkkv5_kube-system_e8d7da36-cfc7-11e7-b5d6-08
...
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